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Abstract—Wearable devices such as smartwatches do not
have enough power and computation capability to process computationally intensive tasks. One viable solution is to offload
these tasks to the connected smartphone. Existing Android
smartphones allocate CPU resources to a task according to its
performance requirement, which is determined by the context
of the task. However, due to lack of context information, smartphones cannot properly allocate resources to tasks offloaded from
wearable devices. Allocating too few resources to urgent tasks
(related to user interaction) may cause high interaction latency
on wearable devices, while allocating too many resources to unimportant tasks (unrelated to user interaction) may lead to energy
waste on the smartphone. To solve this problem, we propose
a context-aware task offloading (CATO) framework, in which
offloaded tasks can be properly executed on the smartphone or
further offloaded to the cloud based on their context, aiming
to achieve a balance between good user experience on wearable
devices and energy saving on the smartphone. To validate our
design, we have implemented CATO on the Android platform
and developed two applications on top of it. Experimental results
show that CATO can significantly reduce latency for urgent tasks
and save energy for other unimportant tasks.

I. I NTRODUCTION
Wearable devices like smartwatches or Google glasses, are
becoming increasingly popular accompanied with a wide range
of novel wearable apps, such as health monitoring [1], [2],
augmented reality [3], [4], [5], and gesture recognition [6], [7].
Most of these emerging apps involve computationally intensive
tasks. However, due to the size limitation, wearable devices do
not have enough power and computation capability to process
these tasks.
As a solution, wearable devices can offload computationally
intensive tasks to the connected smartphone. Previous research
has investigated how to make offload decisions on wearable
devices [4], [8], [9], but none of them considers how to execute
offloaded tasks on smartphone. Existing Android system allocates CPU resources to a task according to its performance requirement, which is determined by the context of the task, i.e.,
whether the task is related to user interaction. A task related
to user interaction will have high performance requirement
and should be processed as fast as possible. Thus, Android
executes such task in a foreground process, which can obtain
all CPU resources and then runs faster. In contrast, a task
unrelated to user interaction has low performance requirement.
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Thus, Android executes such task in a background process,
which is restricted to limited CPU resources and then runs
slower. However, due to lack of task context information, tasks
offloaded from wearable devices cannot be properly executed
on smartphones. Current Android smartphones simply execute
all offloaded tasks in background processes. Then, tasks related
to user interaction cannot be processed promptly, resulting
in high interaction latency on wearable devices. To avoid
such problem, smartphones can execute all offloaded tasks
in foreground processes, but resources may be wasted on
unimportant tasks.
This problem becomes more severe for modern smartphones
equipped with the ARM big.LITTLE architecture [10], where
high-performance and high-power big CPU cores are combined with energy-efficient but low-performance little CPU
cores. On such smartphones, foreground processes can run
on big cores to accelerate the processing of tasks related
to user interaction, while background processes only run on
a little core to save energy. Since these two types of CPU
cores have significant differences in power consumption and
computation performance, executing offloaded tasks all in
background processes will incur significant interaction latency
on wearable devices, while executing them all in foreground
processes will waste a large amount of energy on smartphones.
To solve this problem, we propose a Context-Aware Task
Offloading (CATO) framework, where offloaded tasks can be
executed based on their context. Specifically, tasks related
to user interaction are executed in foreground processes to
reduce the interaction latency on wearable devices, while
those unrelated to user interaction are executed in background
processes to save energy on smartphone. CATO has three
salient features. First, CATO does not require any modification
to the underlying Android OS. Second, CATO is backward
compatible with traditional context-unaware offloading solutions to avoid unexpected failure when offloading tasks to a
CATO-disabled smartphone. That is, CATO enables wearable
devices to detect whether the connected smartphone supports
CATO, and if not, switch back to traditional ways to offload
tasks. Third, CATO explores opportunities to further offload
tasks from the smartphone to the cloud. Different from prior
approaches that use offline profiling [11], [12], [13], [14], we
use online profiling to estimate the latency and energy cost of
executing a task, and consider the task context when making
offload decisions.
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Fig. 2. If a foreground app depends on another app, both apps will be run
in foreground processes.

We have implemented CATO on Android platforms. To
evaluate its performance, we have developed two wearable
apps: a speech recognition app with active user interaction, and
an activity and health monitoring app without user interaction.
Both apps use CATO to offload tasks to smartphone. To
measure the power consumption of the smartphone, we design
and fabricate a Flex PCB based battery interceptor to connect
the smartphone with an external power monitor. Experimental
results show that CATO can reduce latency by at least one third
for the task related to user interaction (compared to executing
the task in a background process on the smartphone), and
reduce energy by more than half for the task unrelated to user
interaction (compared to executing the task in a foreground
process on the smartphone). Our contributions are as follows.
• We find that smartphones cannot properly execute tasks
offloaded from wearable devices due to lack of task
context.
• We design a context-aware task offloading framework,
in which offloaded tasks can be properly executed on the
smartphone or further offloaded to the cloud according to
their context, aiming to achieve a balance between good
user experience on wearable devices and energy saving
on smartphone.
• We implement the CATO framework on the Android
platform and develop two applications to demonstrate its
effectiveness.
The rest of this paper is organized as follows. Section
II presents some preliminaries. Section III provides the motivation for context-aware task offloading. We present the
design and implementation of the task offloading framework
in Section IV and Section V, respectively. The performance
of CATO is evaluated in Section VI. Section VII discusses
related work, and Section VIII concludes the paper.
II. P RELIMINARIES
In this section, we first provide some background of how
tasks are executed in Android, and then introduce the emerging
ARM big.LITTLE architecture and its support in Android.
A. Task Execution in Android
In Android, a component is a unique building block to
perform a specific task. The most common components are
activity and service, where an activity provides a screen of
user interface (UI), and a service is used to perform a longrunning task. An android app usually consists of multiple

components to perform various tasks. For example, in a text
translation app, an activity is used to collect the user input and
output the result, and a service is responsible for the real task
of translating the text. Since tasks of the same app usually
depend on each other, Android assumes these tasks have the
same performance requirement and executes them in the same
process (Fig. 1). For a foreground app (i.e., an app with an
active activity that the user interacts with), its tasks are related
to user interaction and have high performance requirement.
Thus, Android executes them in a foreground process, which
can obtain all system resources and then runs faster. For a
background app, its tasks are unrelated to user interaction and
have low performance requirement. Thus, Android executes
them in a background process, which is restricted to limited
system resources and runs slower. Sometimes a foreground app
may call another app. For example, to convert the translated
text into speech, the text translation app may ask the textto-speech app for help (Fig. 2). Then the text-to-speech app
should also be run in a foreground process to reduce the
interaction latency. To handle this, Android keeps tracking
of the relationship among running apps and manages their
processes accordingly.
B. big.LITTLE Architecture on Smartphones
The ARM big.LITTLE architecture [10] is becoming increasingly popular on modern smartphones, where big cores
are designed for maximum computation performance while
little cores are designed for maximum energy efficiency. With
this architecture, a task can be dynamically allocated to a
big or little core according to its performance requirement.
By allocating urgent tasks (related to user interaction) to big
cores, the smartphone can accelerate the processing and thus
reduce the interaction latency. By allocating other unimportant
tasks to little cores, the smartphone can save energy. The
most popular commercial implementations of big.LITTLE
on smartphones include Samsung Exynos 5/7/8 and Qualcomm Snapdragon 808/810. For example, the LG Nexus 5X
smartphone uses Qualcomm Snapdragon 808 with quad-core
Cortex-A53 (little) and dual-core Cortex-A57 (big). The little
and big cores can operate in a frequency range from 384 MHz
to 1.44 GHz, and from 384 MHz to 1.82 GHz, respectively.
To understand the difference between big and little cores in
terms of computation performance and energy consumption,
we ran the same workload on a little core and a big core at
different frequencies on a Nexus 5X smartphone. The workload is a number of iterations that can generate 100% CPU
load. The CPU frequency is manually controlled by writing
files in the /sys/devices/system/cpu/[cpu#]/cpufreq
virtual file system with root privilege. To specify the CPU
core to run the workload, the thread affinity is set by calling
__NR_sched_setaffinity through the Java native interface
(JNI) in Android. Fig. 3 shows the measured results. The
average power of the little core (554 mW) at its highest
frequency of 1.44 GHz is only one fifth of the power of
the big core (2468 mW) at its highest frequency of 1.82
GHz. Compared to the little core at the same CPU frequency,

2000

Latency (msec)

Power (mW)

little core
big core

1500
1000
500

× 104

Energy consumption (uAh)

2

2500

little core
big core

1.5
1
0.5

0

0
0

500

1000
1500
Frequency (MHz)

2000

0

500

1000
1500
Frequency (MHz)

2000

500

little core
big core

400
300
200
100
0

500

1000
1500
Frequency (MHz)

2000

(a) Average power
(b) Latency
(c) Energy consumption
Fig. 3. Average power, latency and total energy consumption of a little core and a big core to run the same workload at different frequencies on Nexus 5X
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Fig. 4. Wearable app A (foreground) and B (background) offload tasks to the
smartphone by invoking service A and B, respectively. Since the smartphone
does not know the context of these two tasks, it cannot properly run service
A in a foreground process and service B in a background process.

although the big core can reduce the latency (execution time)
by one third (Fig. 3b), due to its high power level, the big core
increases the total energy consumption by a factor of two (Fig.
3c). In summary, big cores are much more powerful than little
cores, but also consume significantly more energy.
C. big.LITTLE Support in Android
Old Android before version 6.0 does not differentiate between big and little cores, so there is no guarantee that important tasks can be executed on big cores when necessary. As
big.LITTLE becomes increasingly prevalent on smartphones,
Android 6.0 Marshmallow, the latest Android version released
in October 2015 [15], brings better support for big.LITTLE
using the cpuset. A cpuset defines a list of CPU cores on which
a process can execute. By moving processes into different
cpusets, Android can control the usage of big and little cores.
For example, if processes are moved to a cpuset with a
little core, they can only run on that little core. The cpuset
is configured in the device specific init.rc file and set up
in the init process during system startup. On most devices
such as Nexus 5X or Nexus 6P, two cpusets are created:
one for foreground processes which contains all CPU cores,
and another for background processes which only contains
a little core, i.e., cpu0. As introduced above, in Android,
foreground processes execute tasks related to user interaction,
and background processes execute other unimportant tasks.
Thus, by separating foreground and background processes
using these two cpusets, Android is able to allocate urgent
tasks onto big cores to reduce the latency, and unimportant
tasks onto little cores to extend the battery life.
III. T HE M OTIVATION FOR C ONTEXT-AWARE TASK
O FFLOADING
The smartphone knows the context of local tasks, so it
can allocate them onto different CPU cores according to their
performance requirements. However, for a task offloaded from

wearable devices, the smartphone is unaware of its context.
Then executing those offloaded tasks without any context
information will either waste more energy on the smartphone
or cause extra delay on wearable devices. For example, Fig. 4
shows two wearable apps that offload tasks to the smartphone.
App A is a foreground app with active user interaction, while
app B is a background app without user interaction. App A
and app B offload task A and task B to the smartphone by
remotely invoking service A and service B, respectively. If
the smartphone knows the context of the task, task (service)
A should be executed in a foreground process, since it is
related to user interaction. Similarly, task (service) B should be
executed in a background process, since it does not have user
interaction. However, current Android devices offload tasks
without context information. That is, the invocation of the
remote service is implemented by simply sending a message
using Google MessageApi, and that message contains no
information about whether the offloading app is a foreground
app or a background app. Current Android smartphones simply
execute all offloaded tasks in background processes. Then important tasks like task A are executed on a little core, resulting
in significant interaction latency on wearable devices. To avoid
this problem, smartphones can execute all offloaded tasks in
foreground processes, but energy will be wasted if unimportant
tasks like task B are executed on big cores. Thus, to better
utilize big.LITTLE cores on smartphone, it is necessary to
inform the smartphone about the context of offloaded tasks.
Then the smartphone can execute them on proper CPU cores
according to their performance requirements.
Smartphones can further offload tasks to the cloud. In most
existing work, researchers only consider a single objective
when offloading tasks to the cloud. For example, in [9], [16],
the goal is to minimize the latency in order to provide good
user experience. However, reducing latency may be at the cost
of consuming more energy. For example, the LTE interface on
the smartphone consumes a large amount of energy (i.e., tail
energy) after a data transmission. Thus, although sometimes
offloading a task through LTE can reduce the latency, it may
consume more energy than running the task on the smartphone.
Such energy waste is unnecessary for tasks unrelated to user
interaction, which do not need to be processed very quickly.
To achieve a balance between good user experience and energy
saving, we should consider the task context when making
offload decisions. That is, for tasks related to user interaction,
they should be offloaded if latency can be reduced, and for

Wearable device

Smartphone

Cloud

(e.g. smartwatch)

IPC
(AIDL)

Client
proxy

O
CAT ry /
ove
disc sk
Ta
g
adin
offlo

Server
proxy

Solver

App B

Local
service
en
t

CATO
runtime

Int

App A

App A

CATO
runtime

Inte

nt

Offload
service

ad to
Offlo d
clou

App A

App B

Solver

Local
service

Profiler

Offload
service

d to
loa
Off loud
c

App B

Fig. 5. Overview of the CATO architecture

tasks unrelated to user interaction, they should be offloaded if
energy can be saved.
IV. C ONTEXT-AWARE TASK O FFLOADING (CATO)
In this section we introduce the design of our offloading
framework CATO. We first give an overview of CATO and
then describe its major components.
A. CATO Overview
CATO enables tasks to keep their context when offloaded
from wearable devices to the smartphone. Based on the context
of the task, CATO achieves a balance between good user
experience on wearable devices and energy saving on the
smartphone by minimizing the latency of UI related tasks and
maximizing the energy saving of other unimportant tasks.
The architecture of CATO is shown in Fig. 5. A client
proxy runs on the wearable device, which is responsible
for discovering whether the connected smartphone is CATO
enabled, attaching context information to offloaded tasks, and
offloading tasks to the smartphone. On the smartphone, a
server proxy is responsible for receiving offloaded tasks. Based
on measurements from past task executions collected by a
profiler, a solver estimates the latency and energy cost of
executing a new task, and then makes the offload decision.
B. Client and Server Proxies
It is important to provide a mechanism for the wearable
device to discover whether the connected smartphone has
CATO enabled. If CATO is not supported, tasks can be
offloaded using transitional context unaware ways to avoid
unexpected failures of wearable apps. The CATO discovery
service is implemented by using the node capability mechanism supported in Android, which enables the wearable device
to find connected nodes with a specific capability. In the server
proxy, we declare the CATO capability for the smartphone as
<string-array name="android_wear_capabilities">
<item>CATO_capability</item>
</string-array>

The client proxy can detect and connect to a smartphone
with CATO capability. If no such smartphone is found, it will
immediately notify the wearable app to use traditional ways
to offload tasks.
Once a CATO-enabled smartphone is found, the client proxy
attaches context information to tasks and sends them to the
server proxy. To obtain the context of a task, we inquire the

TABLE I
P OWER CONSUMPTION OF VARIOUS NETWORK INTERFACES
State
Power (mW)
Duration (s)
IDLE*
979.5 ± 23.3
Sending
2529.6 ± 53.1
WiFi
Receiving
2247.4 ± 32.9
Sending
2643.2 ± 49.5
Receiving
2286.4 ± 54.3
LTE
Promotion
1586.3 ± 27.6
0.5 ± 0.1
Tail
1265.3 ± 38.2
11.3 ± 0.8
*: IDLE indicates the power consumption of the smartphone when all
network interfaces are at the IDLE state and the screen is on.

activity manager in Android to check the running status of
the app that offloads the task. If the app is a foreground app
(i.e., it runs in a foreground process), the offloaded task is
considered to be related to user interaction and should have
high performance requirement. Otherwise, the task is unrelated
to user interaction and has low performance requirement. Note
that the running status of an app changes over time. For
example, a foreground app could become background if the
user opens another app. So the context information of an
offloaded task is retrieved in real time.
C. Profiler
The profiler collects two types of data: CPU profiling and
network profiling. CPU profiling focuses on the latency and
CPU energy consumption of task executions on the smartphone, and network profiling focus on the network characteristics of wireless environments, which are used to calculate
the latency and energy cost of offloading a task to the cloud.
1) CPU Profiling: Prior work [11], [12], [16] only considers specific tasks, and uses offline or instrumentation based
methods to profile the CPU energy consumption on the smartphone. Different from existing work, we adopt online profiling
which can be used for any task without modifying the source
code. To simplify the profiling, we assume that the service that
executes the task runs in its own process. If the app’s process
includes other components besides the service, we can use the
service’s android:process attribute in the app manifest to
let the service run in a separate process. Then the goal is to
profile the CPU energy consumption of the process hosting
the service, and we have the following two approaches.
The first approach utilizes the battery fuel gauge on smartphones, which provides whole-phone power readings (in the
forms of battery voltage and discharge current) through files
in /sys/class/power_supply/battery. We can use the
power reading before running a process as the baseline to
estimate the process’s power consumption during its execution.
However, on most smartphones, the fuel gauge does not
provide instantaneous power readings. Instead, it reports the
average battery power for a long time interval. For example,
the time interval on the Nexus 5X smartphone is around thirty
seconds. Thus, the power readings are too coarse-grain to
accurately profile the process in real time.
The second approach (adopted by our profiler) builds power
models based on the hardware components of the smartphone,
and then estimates the energy consumption of a process
based on the utilization of each hardware component. The

TABLE II
F EATURES OF EXECUTING A SPEECH RECOGNITION TASK
Category
Features
Speech length
Task input
Language
Audio sample rate
Execution environment
Foreground / background

D. Solver
When a new task arrives, the solver first estimates the
latency and energy cost of executing the task based on the
profiling data, and then makes the offload decision.
1) Estimating Latency and Energy Cost: The latency and
energy cost of executing a task on the smartphone may be quite
different with different inputs and execution environments. For
example, it may take different amounts of time and energy
to process a text translation task with input text of different
lengths or different languages. Based on the CPU profiling
data, CATO constructs a prediction model by considering task
inputs as well as the execution environment to predict the
latency and energy consumption of executing a new task on
the smartphone. We compared the following three predictors,
and chose the one with the smallest prediction error in terms
of the mean error (mean absolute error divided by mean) and
the standard deviation of errors.

RECOGNITION TASK ON THE SMARTPHONE

Mean error (%)
40.5
4.5
6.4

NAIVE
KNN
RTREE

Standard deviation (%)
26.6
8.1
11.8

0

Measured latency
Predicted latency

Latency (sec)

CPU power model is inspired by [17]. We first measured
the power consumption of different CPU cores at 100%
utilization under different frequencies using an external power
monitor, as shown in Fig. 3a. We then built a utilization based
CPU power model, in which the CPU power consumption
is linear to the CPU utilization for a given frequency. To
use this model, we log the process’s CPU utilization (from
/proc/[pid]/stat) and the frequencies of CPU cores (from
/sys/devices/system/cpu/[cpu#]/cpufreq) every half
a second during the process’s execution. Then we can estimate
the process’s CPU energy over each logging interval, and sum
up the energy to obtain the total CPU energy consumption of
the process.
The accuracy of CPU profiling is evaluated by comparing
the estimated CPU energy consumption of executing a task on
the smartphone with the actual energy measured by a power
monitor. The mean error is 7% and the standard deviation is
5.8%. The profiling overhead is negligible, since it only runs
during the task execution and reads system files periodically.
2) Network Profiling: To calculate the latency and energy
cost of offloading a task, we need to know the network characteristics of the wireless environment, such as the bandwidth,
and power consumption. Each time CATO offloads a task
to the cloud, the profiler keeps track of the amount of data
transmitted, from proc/uid_stat/[uid#], and the transfer
duration to calculate the bandwidth. The current bandwidth
is estimated based on an average of five most recent measurements. To determine the power consumption of wireless
interfaces, we use the Monsoon power monitor as the power
supplier for our Nexus 5X smartphone to measure the average
instant power. The results are summarized in Table I, where
the power consumption is measured when the screen is on.

TABLE III
E RROR OF PREDICTING THE LATENCY OF EXECUTING A SPEECH
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NAIVE returns the mean value of the latency and energy
consumption measured from past executions of the task.
• KNN, k-nearest neighbors (k = 5), finds k past task
executions (neighbors) that are closest in distance (measuring the similarity of features) to the new execution.
The prediction is made by a weighted average of these
k neighbors, where the weight of each neighbor is based
on its distance to the new execution.
• RTREE constructs a regression tree based on the task
features for the prediction.
In the experiment, we ran a speech recognition task for two
hundred times with different inputs on the smartphone. We
measured the accuracy of each predictor to predict the latency
of executing the task. Features used by KNN and RTREE
are summarized in Table II. Every time a test is finished,
the test result is added into the training dataset to retrain
the predictors. Table III shows the prediction error for each
predictor. The high prediction error of NAIVE (40.5% mean
error, 26.6% standard deviation) indicates that the latency of
executing the same task varies significantly. KNN outperforms
RTREE with a smaller prediction error (4.5% vs 6.4% for
mean error, 8.1% vs 11.8% for standard deviation). Fig. 6
shows the measured and KNN predicted latency for each test.
The curve of predicted latency appears to closely follow the
measured latency after the initial 20 tests. According to the
experimental results, KNN is chosen as the predictor.
For each type of tasks, a predictor P is trained using
the task’s CPU profiling data. When a new task Ti arrives,
we use P (f1i , f2i , ..., fni ) to predict the latency (Lilocal ) and
i
energy cost (Elocal
) of executing Ti on the smartphone, where
i
i
i
f1 , f2 , ..., fn are Ti ’s input features and execution environment
features (i.e., foreground / background).
To estimate the cost of offloading Ti to the cloud, we first
estimate the current uplink bandwidth (Bup ) and downlink
bandwidth (Bdown ) according to the network profiling. Then
the latency of sending Ti ’s input data diin is Lisend = diin /Bup ,
i
and the energy consumption is Esend
= Pup × Lisend , where
Pup is the power consumption of sending data through the
wireless interface. Similarly, the latency of receiving Ti ’s
output data diout is Lircv = diout /Bdown , and the energy
i
consumption is Ercv
= Pdown × Lircv , where Pdown is the
•
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Input : a task Ti with features f1i , f2i , ..., fni
Result: how to execute the task
i
predict Lilocal and Elocal
using P (f1i , f2i , ..., fni );
i
i
calculate Lisend , Esend
, Lircv , and Ercv
based on current bandwidth;
Liof f ← Lisend + Lircv + Licloud ;
i
i
i
Eof
f ← Esend + Ercv ;
if Ti is related to user interaction then
// Ti is offloaded by a foreground app;
if Liof f < Lilocal then
offload Ti to the cloud;
else
execute Ti in a foreground process;
end
else
i
i
if Eof
f < Elocal then
offload Ti to the cloud;
else
execute Ti in a background process;
end
end
Fig. 7. Algorithm to make offload decisions

power consumption for downloading data. In LTE network,
we also consider the promotion delay [18] when calculating
the latency and the tail energy [19] when calculating the energy
consumption. Finally, the latency of offloading Ti to the cloud
is
i
i
i
i
Lof f = Lsend + Lrcv + Lcloud ,

(1)

where Licloud is the estimated execution time of Ti on the
cloud. The energy consumption of offloading Ti is
i
i
i
Eof
f = Esend + Ercv .

(2)

2) Offload Decision: The offload decision engine decides
how to execute a task Ti according to its context. If Ti is
related to user interaction (from a foreground app), we aim to
minimize its latency in order to provide better user experience.
We can execute Ti in a foreground process on the smartphone,
or offload it to the cloud if latency can be further reduced (i.e.,
Liof f < Lilocal ). If Ti is unrelated to user interaction (from
a background app), we aim to minimize the smartphone’s
energy consumption. We can execute Ti in a background
process, or offload it to the cloud if energy can be saved (i.e.,
i
i
Eof
f < Elocal ). The algorithm to make offload decisions is
described in Fig. 1. In this algorithm, we only consider tasks
originated from wearable devices, but it can also be used for
tasks generated on the smartphone.
Once the decision is made, CATO invokes the corresponding
service to execute the task on the smartphone or offload it to
the cloud. Since CATO runs in the background, the invoked
service runs in a background process by default. We need
to move the background process into the foreground when a
foreground process is required to execute the task. If CATO
has the root privilege, this can be easily done by adding the
process id into the file /dev/cpuset/foreground/tasks.
However, most smartphones are unrooted and users may have
privacy concerns about the root privilege. As an alternative
approach, we find that when a service issues a notification by
calling the method startForeground(Notification), its
hosting process becomes a foreground process. This approach

does not require the root privilege, but it brings a little interference (i.e., a notification) to the user. We have implemented the
second approach in CATO. In the future, we plan to integrate
CATO into the Android system and use the first approach.
V. I MPLEMENTATION
In this section we introduce the application programming
interface (API) of CATO and two apps based on CATO.
A. CATO API
CATO is implemented as an Android library for developers
to prepare a context included task and offload the task to the
smartphone in a wearable app. Its API, as shown in Table IV,
is designed similar to Google MessageApi for ease of use.
1) Preparing a Task: CATO provides the CATOTask class
for developers to construct a task. Although based on the task
input, CATO can extract input features like data size for the
prediction of the latency and energy cost of executing the task
(see Section IV-D), it is very hard to obtain all useful features
(e.g., audio sample rate) for the prediction. Thus, we provide
the addFeature() method for developers to optionally add
features to the task.
2) Offloading a Task: As introduced in Section IV-B,
CATO runs a client proxy on the wearable device to offload
tasks to the smartphone. The client proxy exposes interfaces,
which are defined by Android Interface Definition Language
(AIDL), for other apps to use. To simplify the usage of
these interfaces, CATO provides the OffloadApi class, in
which the isConnected() method returns whether CATO is
enabled (CATO discovery), the offload() method offloads
a task from the wearable device to the smartphone, and the
setOffloadResultCallback() method allows developers
to register a callback function to process the offload result.
B. Applications
We develop two apps on top of CATO: a speech recognition
app, and an activity and health monitoring app (smart alarm).
1) Speech Recognition: Most wearable devices like smartwatches do not have keyboards due to the very limited screen
size. The speech recognition app provides an alternative way
to get user’s input via voice by converting user’s speech into
text. It collects the user’s speech on the wearable device, and
then uses CATO to offload the speech recognition task to
the smartphone (or further to the cloud), where the task is
processed using the open-source Pocketsphinx library [20].
Other apps can invoke the speech recognition app to obtain
the voice typing capability. For example, a SMS app can ask
users to speak the reply message via this app. Since this app is
either in the foreground or related to a foreground app, CATO
executes its task in a foreground process on the smartphone
to reduce interaction latency.
2) Smart Alarm: Wearable sensors are extremely useful in
providing accurate and reliable information on user’s activities
and health conditions. We use the ideas reviewed in [21] to
detect user’s abnormal situations in order to prompt rapid
assistance. For example, we can detect injurious falls and

Class
CATOTask
OffloadApi

TABLE IV
CATO API USED FOR PREPARING A TASK AND OFFLOADING THE TASK TO THE SMARTPHONE
Method
Description
CATOTask(Input)
Constructs a CATO task.
addFeature(Key, Value)
Adds features for the prediction of the latency and energy cost of executing the task.
isConnected()
Returns whether CATO is enabled.
offload(CATOTask)
Offloads a task to CATO.
setOffloadResultCallback(Callback)
Sets a callback to be called when the offload result is ready.

TABLE V
TASKS OF THE SMART ALARM APP WITH DIFFERENT CONFIGURATIONS
Sensor set
Interval (sec)
Data size (KB)
Task 1
full
60
240
Task 2
key
60
95
Task 3
full
30
120
Task 4
key
30
48
Task 5
full
15
60
Task 6
key
15
24

Fig. 8. Flex PCB based battery interceptor for the Nexus 5X smartphone to
be connected with the Monsoon Power Monitor

automatically alarm preassigned people like family members
or friends. The smart alarm app does not have an UI. It
continuously collects sensor data on the wearable device,
and periodically offloads the data processing task to the
smartphone (or further to the cloud) via CATO. This app is a
background app, so CATO executes its task in a background
process to save energy on the smartphone.
VI. P ERFORMANCE E VALUATION
In this section, we run some experiments to evaluate the
benefits of CATO in terms of latency reduction for foreground
apps and energy saving for background apps.
A. Experimental Setup
We run the speech recognition app and the smart alarm
app on the Sony SmartWatch 3 paired with the Nexus 5X
smartphone, both running Android version 6.0.1. The cloud
server is a desktop with 2.83 GHz dual-core CPU running
Windows 7. For the speech recognition app, we generate input
speeches of the same language (English) but different lengths
varying from 1 second to 20 seconds. These speeches are
sampled at 8 KHz and quantized to 16 bits. We test the smart
alarm app with different configurations. Two different sets of
wearable sensors are used: the full set contains all available
sensors on the smartwatch, and the key set contains five key
sensors (i.e. accelerometer, magnetometer, gyroscope sensor,
gravity sensor, and pedometer). We also consider different
intervals to offload sensor data. With a larger interval, there

will be more data in one offload (task) to process. Six different
tasks are generated using different configurations, as shown in
Table V.
We test CATO under various scenarios. In the evaluation,
we use “CATO-local” to indicate that CATO cannot offload
tasks from the smartphone to the cloud so that all tasks are
executed on the smartphone. “CATO-WiFi” and “CATO-LTE”
are used to indicate that WiFi and LTE are available for CATO
to offload tasks from the smartphone to the cloud, respectively.
To measure the power consumption, we modify the smartphone’s battery connection and use an external power monitor
to provide power supply for the smartphone, which can eliminate the measurement error introduced by the phone battery.
Different from old phone models, the battery connector of
modern smartphones like Nexus 5X is very tiny, and cannot
be directly connected to an external power monitor. To solve
this problem, we design a battery interceptor based on Flex
PCB, which is a very thin circuit board that can be easily bent
or flexed. The interceptor is connected with the smartphone’s
mainboard and the battery through the corresponding battery
connector, which is Hirose BM22-4 for Nexus 5X, and uses a
customized circuit to modify the battery connection. As shown
in Fig. 8, we use this interceptor to connect the Nexus 5X
smartphone with the Monsoon Power Monitor to measure the
power consumption.
B. Speech Recognition
The speech recognition app should be run in a foreground
process to reduce the latency. However, due to lack of context
information, it will be run in a background process when
offloaded from wearable devices. Thus, we compare CATO
with the “background” strategy which runs tasks offloaded
from wearable devices in background processes.
Compared to running in a background process, executing
the task in a foreground process (i.e., CATO-local) can reduce
the latency by one third (Fig. 9). Since the goal here is to
reduce the delay and provide better user experience, CATOlocal achieves this goal at the cost of consuming more energy.
This performance difference is due to the usage of different
CPU cores. As shown in Fig. 10, background process only uses
a little core (i.e. cpu0), while foreground process can use the
big core. We also observe that the speech recognition library,
Pocketsphinx, cannot fully utilize the multi-core capability of
modern smartphones, since only one cpu is running at 100%
load at a certain time (Fig. 10b). This is probably because
Pocketsphinx puts all computationally heavy jobs on a single
thread. If those jobs can be distributed on multi-threads, it can
better utilize multi-cores and further accelerate the process of
speech recognition.
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Fig. 9. Latency and energy consumption of the speech recognition task with speech input of different lengths. CATO executes the task in a foreground process.
Compared to executing in a background process, CATO-local can reduce latency by one third. To further reduce latency, according to the algorithm described in
Section IV-D2, CATO-LTE and CATO-WiFi offload tasks to the cloud when the speech length is longer than 3 seconds and 1 second, respectively. Offloading
through LTE consumes much more energy than through WiFi, since the LTE interface consumes lots of energy (i.e., tail energy) after a data transmission.
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Fig. 10. The CPU load of executing the speech recognition task in a background process or a foreground process. A background process only uses a little
core (i.e. cpu0), while a foreground process can use the big core to accelerate the task processing.

When LTE or WiFi is available, CATO can significantly
reduce latency by offloading the task to the cloud (Fig. 9a).
According to the algorithm described in Section IV-D2, the
task is offloaded when the speech length is longer than 3 seconds for LTE and 1 second for WiFi, respectively. Offloading
through WiFi spends much less time than through LTE. This is
because 1) The network speed of WiFi is faster than the speed
of LTE; 2) the LTE interface takes some time (0.5 seconds)
to promote from the low-power state to the high-power state
before it is ready for the required data transmission, known
as the promotion delay. Although energy is not considered
when making the offload decision for this task, in most cases,
offloading the task can also save energy due to the relatively
high CPU energy to compute the task on the smartphone (Fig.
9b). LTE consumes much more energy than WiFi. The main
reason is that the LTE interface remains at the high-power
state for several seconds before switching back to the lowpower state to avoid unnecessary promotion delay [22]. As a
result, a large amount of energy (also referred to as the tail
energy) is wasted after a data transmission.
C. Smart Alarm
CATO executes the task of the smart alarm app in a
background process in order to save energy. However, due to
lack of context information, it may be run in a foreground
process when offloaded from wearable devices. Thus, we
compare CATO with the “foreground” strategy which runs
tasks offloaded from wearable devices in foreground processes.
Compared to running in a foreground process, executing the
task in a background process (i.e., CATO-local) can reduce
the energy consumption by half (Fig. 11). CATO offloads the
task to the cloud if energy can be saved. Since the goal here
is to save energy, CATO-local achieves this goal at the cost
of increasing delay. Since LTE consumes a large amount of

energy (the tail energy is counted) to transmit small pieces
of data, CATO does not offload the task through LTE. This
is why CATO-LTE and CATO-local have the same energy
consumption and delay. When WiFi is available, task 1 and
task 2 are offloaded, while other tasks are still executed on the
smartphone because of the high energy efficiency of the little
core.
D. CATO Overhead
Running CATO may incur extra delay, and we measure
such overhead. We measure the latency overhead of CATO
from the time when the offload request is received by CATO,
to the time when the task starts to be executed. We found
that CATO takes 5 ms on average to make offload decisions
and invoke the corresponding service to process the task. The
latency overhead is mainly caused by training the prediction
model. Since the latency is very short, we can infer that the
energy overhead is also very small.
VII. R ELATED W ORK
In the past several years, task offloading from the smartphone to the cloud has been extensively studied. Lots of research has focused on what tasks should be offloaded in order
to save energy or reduce delay [11], [12], [13], [14], [16], [23].
MAUI [11] decides which methods should be offloaded, driven
by a runtime optimizer that uses integer-linear programming,
to maximize energy savings on the smartphone. Odessa [16]
adaptively makes offload decisions and adjusts the level of data
or pipeline parallelism for mobile interactive perception apps
to improve their performance. Geng et al. [12] further consider
the characteristics of cellular networks in making offload
decisions. Gao et al. [13] investigate the dynamic executions of
apps, i.e., apps may have different execution paths at runtime,
and solve the offload decision problem based on probabilistic
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Fig. 11. Energy consumption and latency of different tasks from the smart alarm app. CATO executes the task in a background process. Compared to running
in a foreground process, CATO-local can reduce energy by half. CATO-LTE never offloads the task to the cloud, so CATO-LTE and CATO-local have the
same energy consumption and delay. CATO-WiFi offloads task 1 and task 2 to the cloud to further save energy.

analysis. All these works rely on offline profiling or require
specific programming environments (e.g., Odessa is built on
Sprout, a distributed stream processing environment). Different
from them, we use online profiling and have no assumption
of any programming environment on the smartphone.
As wearable devices become increasingly popular, task
offloading from wearable devices to smartphone has received
some attention [4], [8], [9]. In [4], a case study has been done
based on three augmented reality apps developed on Google
Glass. Experimental results show that all computationally
intensive tasks should be offloaded to the nearby smartphone in
order to reduce the app’s latency and save energy for wearable
devices. Cheng et al. [9]. introduce a three layered offload
framework, i.e., from wearable devices in the first layer to the
smartphone in the second layer and further to the cloud in the
third layer. Based on this framework, they propose an offload
algorithm to minimize the delay on wearable devices. All these
existing works focus on how to make offload decisions, but
ignore the smartphone-side problem of how to execute these
offloaded tasks, which is the focus of this paper. We find
that the smartphone cannot properly execute offloaded tasks
due to lack of context, and then propose a context-aware task
offloading framework to solve the problem.
VIII. C ONCLUSION
In this paper, we found that the big.LITTLE architecture
based smartphone cannot execute tasks offloaded from wearable devices on proper CPU cores due to lack of task context,
resulting in either energy waste if unimportant tasks are
executed on big cores or high interaction latency if urgent tasks
are executed on little cores. Based on this finding, we proposed
a task offloading framework CATO to keep the context of
offloaded tasks so that they can be executed properly on
the smartphone according to their performance requirements.
CATO also explores opportunities to further offload tasks to
the cloud, aiming to further save energy for unimportant tasks
and reduce delay for urgent tasks. To validate our design,
we have implemented CATO on the Android platform and
developed two applications on top of it. Experimental results
show that CATO can reduce latency by at least one third for
the task related to user interaction (compared to executing the
task in a background process), and reduce energy by more
than half for the task unrelated to user interaction (compared
to executing the task in a foreground process).
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