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Prefetch-Based Energy Optimization
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Abstract— Cellular network enables pervasive data access, but
it also increases the power consumption of smartphones due
to the long tail problem, where the cellular interface has to
stay in the high-power state for some time after each data
transmission. To reduce the tail energy, data that will be used in
the future can be prefetched. However, prefetching unnecessary
data may waste energy, and this problem becomes worse when
the network quality is poor. In this paper, we generalize and
formulate the prefetch-based energy optimization problem, where
the goal is to find a prefetching schedule that minimizes the
energy consumption of the data transmissions under the current
network condition. To solve this nonlinear optimization problem,
we first propose a greedy algorithm, and then propose a discrete
algorithm with better performance. We have implemented and
evaluated the proposed algorithms in two apps: in-app advertising and mobile video streaming. Evaluation results show that
the proposed algorithms can significantly reduce the energy
consumption.
Index Terms— Energy efficiency, optimization, cellular networks, smartphone.

I. I NTRODUCTION

A

S CELLULAR networks such as 3G or LTE have been
widely deployed, people with smartphones can access
various kinds of data services at anytime, anyplace. However,
data transmission through cellular interface also consumes
a large amount of energy [1], [2]. In cellular networks,
the release of radio resource is controlled by multiple timers,
and the timeout value can be more than 15 seconds [3]–[5].
Thus, it is possible that the cellular interface continues to
consume a large amount of energy (also referred to as the
tail energy) before the timer expires, even when there is no
network traffic. For example, recent research showed that the
tail energy wasted in LTE networks could be more than that
of the real data transmission in many apps [6].
Prefetching has been used to reduce the tail energy in many
apps. For example, apps associated with in-app mobile advertising need to display ads periodically [7]. As a result, the cellular interface has to sleep and wakeup periodically and lots of
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tail energy is wasted. By predicting the ads needed in the future
and then prefetching those ads together, only one tail is needed
instead of multiple tails. As another example, in the YouTube
app, small chunks of video are periodically downloaded for
users to watch, which wastes a great deal of tail energy.
By predicting how long the user will watch the video and then
prefetching those video together, tail energy can be saved.
The effectiveness of using prefetching to save energy relies
on the accuracy of predicting how much data (e.g. ads, video
content) will be used in the future. Not prefetching enough
data may result in extra tail energy and prefetching too much
data may also waste energy on downloading unnecessary data.
This problem becomes worse when the network quality is
poor, as it will take much longer time to download the same
amount of data and consume more energy. Thus, we need
to carefully decide how much data to prefetch according to
the network quality. Generally speaking, more data should
be prefetched under good network quality, and less data to
be prefetched under poor network quality. In this way, when
the network quality is good, although unneeded data may be
prefetched, it can save the extra tail energy. When the network
quality is poor, prefetching less data avoids wasting energy on
downloading unneeded data.
In this paper, we generalize and formulate the prefetchbased energy optimization problem, where the goal is to find
a prefetching schedule that minimizes the energy consumption
of the data transmissions under the current network quality.
To solve the formulated nonlinear optimization problem,
we first propose a greedy algorithm, which iteratively decides
how much data to prefetch based on the current network
quality. Then, we propose a discrete algorithm by changing
the problem to a discrete problem and solve it using dynamic
programming. To verify the effectiveness of the proposed
algorithms, we have implemented and evaluated them in
two apps: in-app advertising and mobile video streaming.
Evaluation results show that our algorithms can save more
energy than existing algorithms and reduce the bandwidth
wastage (i.e., bandwidth used to download unnecessary data)
compared to other prefetching algorithms. To summarize, our
contributions are as follows:
• We generalize and formulate the prefetch-based energy
optimization problem as a nonlinear optimization
problem.
• We propose heuristic based algorithms to solve the
problem, and find its performance bound. The proposed
algorithms can adaptively adjust the amount of data to
prefetch based on the network quality.
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•

We have implemented and evaluated our algorithms in
two apps, and the results demonstrate that our algorithms
can save more energy compared to existing algorithms.
This paper focuses on the energy optimization for LTE.
Besides LTE, Wi-Fi also provides wireless access with relatively small coverage. Since Wi-Fi is more energy efficient
than LTE, if Wi-Fi is available, it should be used to download
data. However, in many areas, there is no Wi-Fi available.
Then LTE will be used to download data. Our work considers
the long tail problem in LTE and uses prefetching to save
energy. Energy optimization for Wi-Fi is another research
topic, which is orthogonal to our work.
The rest of this paper is organized as follows. We present
related work in Section II, and present some preliminaries in
Section III. Section IV formalizes the prefetch-based energy
optimization problem, and introduces two heuristic based
algorithms. Section V and Section VI evaluate the performance
of our algorithms using two apps: in-app advertising and
mobile video streaming, respectively. Section VII concludes
the paper.

prefetch video again. In GreenTube [20], the authors first
predict the remaining time for the user to watch the video,
and then decides the buffer size from some candidate values
accordingly. The effectiveness of GreenTube is affected by
the prediction accuracy and the selection of the candidate
values. Although those candidate values can be empirically
determined for mobile video streaming under certain network
condition, the solution cannot be generalized for other mobile
services under different network conditions. eSchedule [19]
reduces the energy consumption of prefetching based on the
viewing history of specific videos. It only considers current
prefetches for optimization but ignores future prefetches, wasting significant amount of energy on downloading unneeded
video content. Different from these existing works which are
limited to certain mobile services under certain conditions,
our work generalizes the prefetch-based energy optimization problem considering various constraints. When applying
the proposed algorithms to specific mobile services such as
in-app advertising or mobile video streaming, our algorithms
can significantly outperform existing solutions.

II. R ELATED W ORK

III. P RELIMINARIES

Recently, an extensive amount of research has been done to
reduce the energy consumption of the cellular interface. In [4]
and [8]–[10], researchers have found that the cellular interface
has to stay in the high-power state for some time after each
data transmission, which accounts for almost 50% of the total
energy for a typical LTE data transmission [6].
Prefetching can be applied to reduce the tail energy in cellular networks. One important issue in prefetching is to determine what data to prefetch and there are some existing works
in this area [7], [11]–[13]. For example, Higgins et al. [14]
built a system in which developers can provide hints on
what data to use in the future, and then prefetch those data.
In CAMEO [7], in-app ads are prefetched based on app contexts (e.g., app category), and all relevant ads are prefetched.
EarlyBird [15] predicts the embedded URLs in social websites that a user may click based on user history, and then
prefetches those embedded content. FALCON [16] predicts
future app launches according to contexts such as temporal and
spatial access patterns. In all these works, all data predicted
to be used in the future will be prefetched to reduce the tail
energy. However, the prediction may not be accurate and hence
some unnecessary data may be prefetched, wasting a significant amount of energy. This problem becomes worse when
the network quality is poor where much more energy will
be consumed to transmit the same amount of data [17], [18].
Different from these existing works, we address this problem
by adaptively adjusting the amount of data to be prefetched
based on the network quality.
In mobile video streaming, the amount of data (video)
to prefetch is determined by the local buffer size. Some
researchers have proposed various techniques to prefetch
the video content [19]–[22]. For example, in the ON-OFF
model [21], [22], a fixed-size buffer is used and videos are
prefetched until the buffer is full. Then, it stops downloading
and turns off the cellular interface to save energy. When the
buffer is almost empty, the cellular interface is turned on to

In this section, we first introduce the energy model of the
LTE network, and then give a motivation example.
A. Energy Model
In cellular networks, there are different network states,
known as the radio resource control (RRC) states. From a
user perspective, various RRC states have different latency and
energy characteristics. As LTE has been widely deployed, its
energy model is used to formulate the prefetch-based energy
optimization problem.
There are two main RRC states for LTE: CONNECTED,
a high-power state where the network resource is reserved,
and IDLE, a low-power state where the network resource is
released. The cellular interface should be at CONNECTED to
send or receive data, and it takes some time to change the
state from IDLE to CONNECTED, known as the promotion
delay. To avoid unnecessary promotion delay, the cellular
interface remains at CONNECTED for several seconds before
switching back to IDLE. As a result, the cellular interface has
to stay in the high-power state for some time (i.e., the long
tail) after a data transmission. To reduce the tail energy, LTE
deploys the Discontinuous Reception (DRX) technique when
it is at CONNECTED and there is no data transmission.
The goal of DRX is to save the tail energy, where the
cellular interface is only active for a small fraction of time
to monitor the downlink control channel and deliver small
control messages [6]. Thus, the power level of the tail is much
lower than that during the data transmission although it is still
much higher than IDLE [23]. Note that the smartphone and the
backbone network are still connected during tail time, so no
promotion process is needed before starting to transmit data.
The power consumption of using the LTE cellular interface
to download data can be generalized into three states: promotion, data transmission, and tail, as shown in Fig. 1. The power
consumption of these three states is denoted as Ppro , Pcell ,
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TABLE II
P OWER C ONSUMPTION OF LTE

Fig. 1. Power level of the LTE cellular interface (measured using Samsung
Galaxy S6 from AT&T).
TABLE I
M OBILE D EVICES AND N ETWORK T YPES

and Pt ail , respectively. The energy consumption of prefetching
data can be modeled as follows. Suppose a prefetch downloads
x i amount of data, and it starts when the the last prefetch’s
data (x j ) are completely consumed. Then the time interval
between the data transmission end of the last prefetch and
the start time of the current prefetch is denoted as T , and
T = x j /r − x j /td , where td is the downlink throughput
and r is the data consuming rate. As data are consumed after
being downloaded, r is strictly less than td , and thus T ≥ 0.
There are two cases to compute the energy consumption of
the current prefetch. If T is larger than the tail timer Tt ail ,
i.e., the cellular interface is in IDLE state before the current
prefetch starts, then besides the data transmission energy, extra
promotion and tail energy will be consumed. 2) If T is
smaller than Tt ail , there is part of tail energy (between the
current prefetch and the last prefetch) but no promotion energy.
⎧
xi
⎪
Ppro × T pro + Pcell ×
+ Pt ail × Tt ail ,
⎪
⎪
td
⎪
⎪
⎨
if T ≥ Tt ail ;
E pre f (x) =
x
i
⎪
Pcell ×
+ Pt ail × T,
⎪
⎪
⎪
td
⎪
⎩
Otherwise.
(1)
We measure the power level of the LTE cellular interface using three types of smartphones (Samsung Galaxy S6,
Nexus 5×, and Samsung Galaxy S4) from two cellular
providers (AT&T and Verizon). A brief description of the
devices and networks are shown in Table I. Similar to [24],
the Monsoon power monitor is used as the power supply
to measure the power consumption of the smartphone. The
experiment is performed when the screen is on and all
background services are stopped. Packet traces are collected
using tcpdump to make sure there is no background traffic

throughout the measurement. In the experiment, we first ran
our test app without transferring any data to measure the
Idle (base) power (i.e., the LTE interface is at IDLE state).
Then we downloaded a file from a remote server via LTE
using the test app, and kept measuring the phone’s power
consumption until the power level reduces to Idle to cover
the whole tail. Based on the power measurement trace and
the start/end time from the packet trace, we can get the
power consumption at different LTE states. All experiments
are repeated five times to reduce measurement error. The
results are summarized in Table II, where all power readings
include the base power. The power level for each LTE state
can be determined by subtracting the base power from the
total. According to the results, we find that AT&T and Verizon
have different LTE parameters. For example, the tail time
is 11.3 seconds for AT&T (measured by Samsung Galaxy
S6 and Nexus 5×), while the tail time is 3.4 seconds for
Verizon (measured by Samsung Galaxy S4). The power level
of the LTE cellular interface varies from device to device,
so different energy model is built for each type of smartphones.
We also verify whether the power consumption of data
downloading depends on the signal strength, by using
Samsung Galaxy S6 and Nexus 5× to download data under
various network conditions. As shown in Fig. 2, the power
consumption does not change when the signal strength is
within the normal range from −90 dBm (good signal)
to −115 dBm (bad signal). As the signal becomes poor,
the network throughput becomes lower. Thus, it takes much
longer time to download the same amount of data and then
consumes more energy. When the signal strength is extremely
bad (−125 dBm), which is considered as the boundary
condition for losing the LTE signal and switching back to
UMTS/GSM, the power consumption becomes significantly
higher and the throughput is only 100∼300 kbps, which is too
low for normal data communications. In our work, we consider
the signal strength to be within the normal range, where the
power consumption of data downloading does not change.
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Fig. 2. Power and downlink throughput with different signal strength, where −90 dBm represents good signal strength, −100 dBm represents average signal
strength, −115 dBm represents bad signal strength, and −125 dBm is considered as the boundary condition for losing the LTE signal. The power consumption
is measured when the screen is on.

Fig. 4.
Fig. 3. Viewing content distribution of a video (watched by multiple users).
The figure is generated according to the video viewing traces described
in Section VI-C.

B. Motivations
Since it is impossible to accurately predict the exact amount
of data that will be used in the future, the prefetched data may
be more or less than necessary. If the prefetched data is more
than necessary, energy and bandwidth will be wasted. On the
other hand, if the prefetched data is less than needed, future
prefetches will be needed, and resulting in extra tail energy.
In cellular networks, the energy consumption of downloading
data varies with the network quality. For example, as measured
at two locations with poor network quality and good quality,
5 joules are needed to download 1 MB data when the network
quality is poor, but only 1 joule is needed when the quality
is good. The tail energy remains to be about 10 joules under
different network quality.
In order to save energy, different prefetching strategies may
be taken according to the network quality. Suppose we have
a video streaming app, and some amount of data (video) is
prefetched to save energy. The amount of data to prefetch
is determined based on the viewing history and the network
quality. Fig. 3 shows the viewing content distribution of the
video, which is generated according to the video viewing
traces described in Section VI-C. As can be seen, the largest
amount of video watched is 6 MB and the median is 2 MB.
Then, there are two prefetching options: we can prefetch 6 MB
data at once, or we can prefetch 2 MB data with a 50%
probability that 4 MB more data is prefetched in the future.
Figure 4 shows the power consumption of these two options.
With poor network quality, the first option (prefetching 6 MB
data) consumes 5 × 6 + 10 = 40 joules, and the second

Different prefetching options under different network quality.

option (prefetching 2 MB first, and then prefetching another
4 MB with 50% possibility) consumes 5 × 2 + 10 + 50% ×
(5×4+10) = 35 joules. In this case, the second option is more
energy efficient. With good network quality, the first option
consumes 16 joules, but the second option consumes 19 joules.
Then, the first option wins. Thus, the optimal prefetching
schedule varies when the network quality changes, and it is
important to design adaptive algorithms which can adjust the
amount of data to prefetch based on the network quality.
IV. P REFETCH -BASED E NERGY O PTIMIZATION
In this section, we first formalize the prefetch-based energy
optimization problem, and then propose two prefetching
algorithms.
A. Problem Formulation
We generalize and formulate the prefetch-based energy optimization problem. Let X be a random variable, which denotes
the amount of data to be prefetched in an app. According to
historical records, we can obtain the empirical CDF of X,
FX (x). Suppose x 0 is the amount of data being used, and
max is the largest amount of data used in history. A n-step
prefetching schedule is defined as S = {x 1 , x 2 , . . . , x n }, where
x 0 < x 1 < x 2 < . . . < x n = max. According to S, we can
prefetch (x 1 − x 0 ) amount of data at the current step, (x 2 − x 1 )
amount of data if more data is needed, (x 3 − x 2 ) amount of
data if more data is needed, and so on. The goal is to find
such S that minimizes the energy consumption.
arg min
S

n


piS E iS

(2)

i=1

s.t. x 0 < x 1 < x 2 < . . . < x n
x n = max

(3)
(4)
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TABLE III
T HE P ROCESS OF THE G REEDY A LGORITHM

i )−FX (x i−1 )
where piS = FX (x1−F
is the probability that i prefetches
X (x 0 )
are needed to download the data based on the prefetching
i

E pre f (x j − x j −1) is the energy
schedule S, and E iS =

j =1

consumption of i prefetches. The objective function (2) is
to find a prefetching schedule that minimizes the expected
energy consumption of prefetching all the needed data.
Constraints (3) and (4) ensure that {x 1 , x 2 , . . . , x n } is a valid
prefetching schedule according to its definition.
The formulated problem is a nonlinear optimization problem, which is difficult to solve. Even if we can find the optimal
solution, it is impractical to implement it on smartphones due
to the high computation overhead. Thus, we propose heuristic
based solutions. We first propose a greedy algorithm and then
propose a better solution by changing the problem to a discrete
problem.
B. Greedy Algorithm
Instead of directly obtaining a n-step prefetching schedule,
we can iteratively decide how much data to prefetch at
each step. The heuristic we use is as follows: at each step
find a 2-step prefetching schedule to minimize the energy
consumption of prefetching the remaining data. Specifically,
the remaining data is (max − x 0 ) at the beginning. At each
step i , we find a 2-step prefetching schedule Si = {x i , max}
to prefetch the remaining data. Then x i amount of data
is prefetched at step i , and the remaining data becomes
(max − x i ). At the next step i +1, we find a 2-step prefetching
schedule Si+1 = {x i+1 , max} to prefetch the remaining data.
Then x i+1 amount of data is prefetched at step i + 1, and
the remaining data becomes (max − x i+1 ). This is repeated
until there is no remaining data to prefetch. Let Sgreed y denote
the prefetching schedule obtained from the algorithm. The
procedure to construct Sgreed y is shown in Table III and
described as follows.
1) Initially, i = 1, and Sgreed y is empty.
2) For the remaining (max − x i−1 ) amount of data, find
a 2-step prefetching schedule Si = {x i , max} that minimizes the objective function (2), which can be written
as
p1 × E pre f (x i − x i−1 ) +
p2 × (E pre f (x i − x i−1 ) + E pre f (max − x i )), (5)
(x i )−FX (x i−1 )
is the probability to use
where p1 = FX 1−F
X (x i−1 )
less than x i amount of data so that only one prefetch is
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needed, and p2 =

1−FX (x i )
1−FX (x i−1 )

is the probability to use

more than x i amount of data so that two prefetches are
needed, given that x i−1 amount of data is already being
used. Note that E pre f (x i − x i−1 ) may have different tail
energy according to Eq. 1.
3) If Si can be successfully found such that x i−1 < x i <
max, add x i to Sgreed y , update i = i + 1, and go back
to step 2. Otherwise, x i = max minimizes the value of
function (5). Then add max to Sgreed y , and stop.
Since there is only one variable in the function (5),
the greedy algorithm is easy to compute.
C. Discrete Algorithm
Although the greedy algorithm can provide a solution to the
prefetch-based energy optimization problem, it is hard to find
its performance bound. In this subsection, we propose a better
solution by changing the optimization problem to a discrete
problem and solve it using dynamic programming.
The discrete problem can be constructed by discretizing the
prefetched data into segments. Let A denote the segment size.
Then we can use a random variable K such that K =  XA  to
denote the number of segments to be prefetched. According
to historical records, we can obtain the empirical CDF of K ,
FK (k) = FX (k × A). Suppose k0 is the number of segments
already being used, and m is the largest number of segments
used in history. A n-step discrete prefetching schedule is
denoted as Sdisc = {k1 , k2 , . . . , kn }, where k0 < k1 < k2 <
. . . < kn = m. According to Sdisc , (k1 − k0 ) segments of data
are prefetched at the current step, (k2 − k1 ) segments of data
if more data is needed, (k3 − k2 ) segments of data if more
data is needed, and so on. The problem is to find such Sdisc
that minimizes the energy consumption.
arg min
Sdisc

n


S

S

pi disc E i disc

(6)

i=1

s.t. k0 < k1 < k2 < . . . < kn
kn = m

(7)
(8)

i )−FK (ki−1 )
where piSdisc = FK (k1−F
is the probability that i
K (k0 )
prefetches are needed to download the data based on Sdisc ,
i

S
E pre f ((k j − k j −1) × A) is the energy
and E i disc =

j =1

consumption of i prefetches. Given a certain value of A,
the objective function (6) is to find a discrete prefetching
schedule that minimizes the expected energy consumption of
prefetching all the needed data. Constraints (7) and (8) ensure
that {k1 , k2 , . . . , kn } is a valid discrete prefetching schedule
according to its definition.
Compared to the original problem, the solution space is
limited in the discrete optimization problem. The discrete
problem can be solved by using dynamic programming as it
can be divided into smaller subproblems. Generally speaking,
we choose the number of segments to prefetch at one step,
and then solve a subproblem if more data is needed. At step i
(i ≥ k0 ), i segments have been prefetched and (m−i ) segments
are not prefetched. So there are (m − i ) ways to prefetch
the remaining data at this step. Suppose E[i ] is the energy
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consumed after step i . The goal is to pick one prefetching
schedule that minimizes E[i ], as shown in Eq. 9, where
K (i+k)
pik = 1−F
1−FK (i) is the possibility to use more than (i + k)
segments after already using i segments.
E[i ] =

min (E pre f (k × A) + pik × E[i + k])

1≤k≤m−i

for all i = k0 , k0 + 1, k0 + 2, . . . , m.

(9)

Since E[m] = 0, E[i ] can be computed backwards,
i.e., from i = m to k0 iteratively. Given that E[ j ] (i < j ≤ m)
are known, using Eq. 9 we can calculate E[i ]. This is repeated
until E[k0 ] is obtained, and the segments that minimize E[k0 ]
will form the optimal discrete prefetching schedule. In the
algorithm, (m − k0 ) iterations are used to calculate E[i ] where
i starts from m to k0 . For each iteration, (m − i ) different
ways are compared to prefetch the remaining data. Thus,
the algorithm has a time complexity of O(m 2 ).
The optimal discrete prefetching schedule may consume
more energy than the optimal prefetching schedule, since at
least a whole segment of data must be prefetched although
less than one segment of data is actually needed.
Theorem 1: Compared to the optimal prefetching schedule,
the extra energy consumed by the optimal discrete prefetching
schedule is no more than the energy of downloading one
segment of data.
Proof: Assume the optimal prefetching schedule is S ∗ =
{x 1∗ , x 2∗ , . . . , x n∗ }. Then there exists a discrete prefetching

schedule Sdisc
= {k1 , k2 , . . . , kn } such that 0 ≤ ki × A − x i∗ <
A (1 ≤ i ≤ n) for any given segment size A. According to
the definition of (discrete) prefetching schedule, compared to

is no more than one
S ∗ , the extra data downloaded by Sdisc
segment of data, and the extra energy consumed is no more
than the energy of downloading one segment of data, no matter
how much data is actually needed. Since the optimal discrete

, we have
prefetching schedule consumes less energy than Sdisc
∗
proven that compared to S , the extra energy consumed by
the optimal discrete prefetching schedule is no more than the
energy of downloading one segment of data.

According to Theorem 1, the upper bound of the extra
energy wastage of the optimal discrete prefetching schedule
can be calculated as E ub (A) = Pcell × tAd , which is the energy
of downloading one segment of data.
1) Value of the Segment Size A: Energy may be wasted
if the value of A is not carefully chosen. If A is too
small, m becomes very large and the algorithm runs longer
to calculate the prefetching schedule, which will increase
the CPU energy consumption on smartphones. If A is too
large, the potential energy wastage of the obtained prefetching
schedule may be high. Thus, we need to consider both issues
when setting the value of A.
To estimate the CPU energy consumption, a CPU power
model is needed. Similar to the literature [25], we adopt the
utilization based CPU power model where the CPU power
consumption (Pcpu ) is proportional to the CPU utilization:
Pcpu = α × u cpu ,

(10)

where u cpu is the CPU utilization of the running process
which can be calculated based on the information in the

file /proc/[pid]/stat on Android, and α is the CPU
power consumption at 100% CPU load. To obtain the value
of α, we measured the power consumption of the smartphone
when the CPU is idle with all background services stopped.
Then we increased the workload to be 100% CPU load,
and measured the power consumption of the smartphone.
α will be the difference between these two measured values.
As measured with a Samsung Galaxy S6 phone, the value of
α is 1423 mW.
To estimate the running time, the algorithm is run with a
certain segment size A0 and its running time T0 is recorded.
For any value of A, the running time is
A20
× T0 .
A2
Putting them together, the CPU energy consumption is
T (A) =

E cpu (A) = Pcpu × T (A).

(11)

(12)

Then the total energy wastage can be calculated by
adding the CPU energy consumption to the potential energy
wastage of the obtained prefetching schedule, which is
E cpu (A) + E ub (A). Besides energy, we also consider the time
constraint such that T (A) < τ , where τ is a threshold, since
some real-time apps have time constraints. We should choose
A which can minimize the total energy wastage and satisfy the
time constraint. When a larger τ is used, a better A could be
found and more energy can be saved. So in the real world, τ is
selected as the maximum time to run our algorithm allowed
by a specific application.
D. Greedy Algorithm vs Discrete Algorithm
The greedy algorithm is easy to compute, but it may waste
energy on downloading unneeded data. Consider a 2-step
prefetching schedule S = {x 1 , x 2 = max} and a n-step
prefetching schedule S  = {x 1 , x 2 , . . . , x n = max} that
both minimize the objective function (2). It can be easily
proven that x 1 is larger than or equal to x 1 . Since the greedy
algorithm iteratively constructs the solution based on a 2-step
prefetching schedule, it may prefetch too much data at each
step. In contrast, the discrete algorithm is more complex
to compute, but it obtains the optimal discrete prefetching
schedule and we can prove its performance bound. Thus,
compared to the greedy algorithm, the discrete algorithm saves
more energy on data transmission, but consumes more CPU
energy to compute. We will evaluate and compare these two
algorithms in Sections V and VI, and discuss the impact of
the segment size on the performance of the discrete algorithm.
E. Discussions
A prefetching schedule is only used for the current prefetch.
Every time new data is needed, a throughput estimation is performed and a new prefetching schedule is calculated based on
the newly estimated throughput. The throughput estimation is
performed by downloading a small amount of data (e.g., an ad,
a 5-second chunk of video). More accurate measurement of
network throughput can be found in [26] and [27], which
is out of the scope of this paper. Based on the estimated
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throughput, the proposed algorithms are used to calculate a
n-step prefetching schedule S = {x 1 , x 2 , . . . , x n }, and (x 1 −x 0 )
amount of data is prefetched at the current step, where x 0 is
the amount of data being used. During the calculation of the
n-step prefetching schedule, our algorithms consider both the
current prefetch and possible future prefetches. Then a tradeoff
is achieved between the energy consumed for downloading
unneeded data (if prefetched data is more than necessary) and
the extra tail energy (if the prefetched data is less than needed
and future prefetches are required). Thus, our algorithms can
save energy by adaptively adjusting the amount of data to
prefetch according to the network quality, as illustrated by the
example shown in Section III-B. In contrast, traditional datamining based algorithms do not consider the network quality,
and only generate one option about the amount of data to
prefetch, which may be too high or too low and then waste
energy.
Our optimization depends on the actual energy model,
which may vary among different phone models and carriers.
Due to limited experimental resources, we measured three
popular phones from two major carriers in the U.S., and
used them to show representative results. For other phone
models and carriers, although their power consumption and
networking settings may be different, the optimization should
be similar as long as there exists a significant long tail
problem.
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•

•
•

80th: An algorithm based on [32], which uses the
80th percentile value of the number of ads displayed in
historical records to determine how many ads to prefetch.
Max: An algorithm that prefetches the largest number of
ads needed in history, which is used in [7].
Optimal: only prefetch the exact number of ads needed.
Note that the optimal algorithm does not exist, and it only
provides a performance upper bound.

C. App Usage and Throughput Traces
We distributed a pdf reader app to ten people in our department for two months, and collected app usage and network
throughput traces for each person. In the app, the app duration
from the app being opened to being closed, is logged. Then,
the number of ads displayed can be calculated by dividing the
app duration by the ad refresh interval, and the data needed
can be calculated by multiplying the number of ads by the ad
size. On average, the app is used for 11 minutes each time and
three times a day (200 records in total for each user). Once the
app is opened, we also log the signal strength and measure the
downlink throughput by downloading a file from a mock server
every time an ad needs to be displayed (i.e., every 60 seconds
based on the ad refresh interval). The TelephonyManager class
of Android is used to obtain the network type, and data is only
saved when the network type is LTE.
D. Parameter Setup and Algorithm Training

V. P ERFORMANCE E VALUATIONS : I N -A PP A DVERTISING
To evaluate the performance of our algorithms, we have
implemented the greedy algorithm and the discrete algorithm,
and compare them with other existing algorithms.
A. In-App Advertising
Most free apps are associated with in-app advertising [28].
In these apps, ads are usually displayed periodically with a
fixed ad refresh interval. Popular ad formats include banners,
rich media, and video. Based on ad specifications [29]–[31],
the whole file size of an ad varies from 50 KB to 200 KB.
Although ads are small in term of data size, a recent study has
shown that in-app ads, on average, are responsible for 23% of
the app’s total energy for top 15 ad-supported apps [32]. This
is because in-app ads are periodically downloaded and then
generate a large amount of tail energy.
B. Ad Prefetching Algorithm
Our greedy algorithm and discrete algorithm can be used
for prefetching ads. Assume the amount of data to prefetch is
x in the greedy algorithm (k × A in the discrete algorithm).
x

The number of ads to prefetch can be calculated as  ad−size
k×A
(or  ad−size ). Since the actual amount of data to prefetch
must be multiple times of the ad size, to simplify the computation, this constraint is added in the greedy algorithm. In the
discrete algorithm, to determine the value of A, only values
that are multiple times of the ad size are considered. Four ad
fetching / prefetching algorithms are used for comparison:
• Non-pref: The traditional way to periodically fetch ads,
which is used as benchmark.

The ad refresh interval is set to 60 seconds, which is
recommended by ad platforms like AdMob [29], and three
different ad sizes are considered: 50 KB, 100 KB, and 200 KB.
The algorithms are trained using the app usage traces in two
models:
• User-specific model: For each user, the first part of the
trace is used to train the algorithms, and the second part is
used for evaluation. The training dataset is updated when
new records (used for evaluation) are added. Specifically,
the first 50 records are used to train the algorithms initially, and the remaining records are used for evaluation.
After 10 records are added, the training dataset is updated
by replacing the 10 oldest records with these 10 new
records.
• Aggregated model: For each user, the app usage traces
of all other users are used to train the algorithms, and
this user’s trace is used for evaluation. In a real app,
the aggregated model is used when not enough userspecific historical data have been gathered.
We use the method described in Section IV-C.1 to find
the optimal A, where τ equals to the ad refresh interval
(60 seconds), which is the largest allowed value under the
scenario of in-app advertising. Based on experiments on our
Samsung Galaxy S6, A is the data size of one ad, and it
takes less than 10 ms for our discrete algorithm to calculate
the prefetching schedule using the optimal A. Since τ is
much larger than the running time of our algorithm using
the optimal A, it is unnecessary to consider the change of
A affected by τ . In the next section, we will discuss how τ
can affect the selection of A and how the change of A affects
the performance of our algorithm in mobile video streaming.
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Fig. 5. Energy ratio based on trace-driven simulations. The energy consumption of the non-pref algorithm is used as benchmark to calculate the energy
ratio of other algorithms. The postfix “AGGR” after the algorithm name indicates that the algorithm is trained by the aggregated model. The postfix “USER”
indicates that the algorithm is trained by the user-specific model.

Fig. 6.

Total energy consumed by the ad-enabled app for all tests. Each ad prefetching algorithm is trained using the user-specific model.

E. Trace-Driven Simulations
Based on the collected throughput traces described in
Section V-C, we evaluate the performance of our algorithms.
All ad prefetching algorithms are trained by the aggregated
model and the user-specific model. For each app usage record
based on the evaluation traces, we first calculate the actual
number of ads to be displayed, and then run each algorithm to
prefetch ads and calculate the energy consumption according
to the throughput information obtained from the throughput
traces. The energy consumption of prefetching ads is calculated by using the energy model of Samsung Galaxy S6 as
described in Section III-A.
Fig. 5 shows the energy performance of each prefetching
algorithm based on the throughput traces. The energy consumption of the non-pref algorithm is used as the benchmark
to calculate the energy ratio of other algorithms. Note that
different benchmarks are used for algorithms trained by the
aggregated model and the user-specific model, since different evaluation traces are considered. As can be seen, all
prefetching algorithms consume more energy when the ad size
increases from 50 KB to 200 KB. This is because prefetching
algorithms usually download more ads than needed. As the ad
size increases, more energy is wasted on downloading those
unnecessary ads. The algorithms trained by the aggregated
model consumes more energy than the same algorithms trained
by the user-specific model. Our algorithms (i.e., GreedyAGGR, Discrete-AGGR, Greedy-USER and Discrete-USER)

are comparable to the optimal algorithm, and outperform all
other algorithms.
F. Testbed Development and Evaluation
We have developed a testbed to evaluate performance of the
ad prefetching algorithms. To differentiate the ad downloading
energy from that consumed by other smartphone components
such as CPU and display, we have implemented three versions
of the pdf reader app: 1) no-ad app, 2) ad-disabled app
which runs (trains) ad prefetching algorithms without actually
downloading ads, 3) ad-enabled app which runs ad prefetching
algorithms, and downloads ads from a mock server using these
algorithms. All these three apps are installed on our Samsung
Galaxy S6 phone with LTE data plan from AT&T.
In the experiment, all ad prefetching algorithms are trained
online using the user-specific model. We upload the app usage
traces to the phone, and perform trace-driven evaluations
using the apps installed on the phone. Specifically, a control
program on the phone decides when to start and stop the apps
according to the traces, and once the apps are opened, both the
ad-disabled app and the ad-enabled app will run ad prefetching
algorithms and only the ad-enabled app will download ads.
The power consumption of the phone is measured using
a Monsoon Power Monitor. The experiments are run with
different ad prefetching algorithms, and all experiments are
repeated five times to reduce the measurement error.
Fig. 6 shows the total energy consumed by the ad-enabled
app for all tests, where the app energy refers to the energy
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Fig. 7.
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CDF plots of the number of ads prefetched according to the discrete algorithm.

consumed by the CPU and display, and the ad energy refers
to the energy consumed by ads downloading. As can be
seen, the ad energy represents almost half of the total energy,
if prefetch is not used (shown as non-pref). Our greedy algorithm and discrete algorithm have comparable performance to
the optimal, and outperform all other algorithms. Comparing
with non-pref, our algorithms can save 70% to 80% of the
ad energy and 30% to 40% of the total energy. Comparing
with the 80th and the max algorithms, our algorithms can
reduce the ad energy at least by half. When the ad size
is 200 KB, the ad energy of our algorithms is one fourth of
the ad energy of the max algorithm, and two fifth of the ad
energy of the 80th algorithm. This result is consistent with the
simulation results shown in the last subsection.
To save energy, our algorithms can adjust the number of ads
to be prefetched based on the ad size and the network quality.
Fig. 7a plots the CDF of the number of ads prefetched with
different ad sizes in the discrete algorithm. As can be seen,
less ads are prefetched as the ad size increases from 50 KB
to 200 KB. This is because more energy may be wasted for
prefetching unneeded ads when the ad size becomes larger.
To see the impact of the network quality, 50 KB ads are
prefetched at three locations under different network quality.
The average downlink throughput at each location is 2 Mbps,
5 Mbps, and 8 Mbps, respectively. As shown in Fig. 7b, more
ads are prefetched at locations with higher throughputs. This
is because less energy will be wasted for prefetching unneeded
ads when the network quality becomes better.
The CPU energy consumed to run our algorithms can be
calculated by using the energy consumption of the ad-disabled
app minus that of the no-ad app. Since the maximum number
of ads needed is not large (less than 100), our algorithms can
calculate the prefetching schedule very quickly and consume
little CPU energy. For the discrete algorithm, the CPU energy
is only about 0.3% of the energy consumed to prefetch ads.
VI. P ERFORMANCE E VALUATIONS : M OBILE
V IDEO S TREAMING
In this section, we use mobile video streaming to evaluate
the performance of our algorithms.
A. Mobile Video Streaming
A video can be encoded with various coding standards.
The most commonly used coding standard for streaming video

is H.264, which is recommended by YouTube [33]. In general,
a higher bitrate indicates higher video quality. At the same
bitrate, using a newer coding standard like H.264 can achieve
a substantially better video quality than using an older coding
standard like H.263. The amount of data to download can be
calculated by multiplying the viewing time with the bitrate.
For example, viewing a 400 Kbps video for 60 seconds will
need 24 Mb (3 MB) of data.
B. Mobile Video Streaming Algorithms
To save energy during mobile video streaming, many algorithms have been proposed to prefetch (download) the video
content. We compare our Greedy and Discrete algorithms to
five other algorithms. A brief description of these algorithms
is as follows:
• Whole video: This algorithm downloads the whole video
at once.
• ON-OFF: ON-OFF is an algorithm used by YouTube,
which uses a fixed-size buffer. In this approach, the network connection is closed when the buffer is full and
reopens when the buffer is almost empty. In the experiment, the buffer is set to accommodate a 60-second chunk
of video.
• GreenTube: GreenTube [20] first predicts the remaining
time a user is willing to watch the video, and then decides
the buffer size from some candidate values accordingly.
After determining the buffer size, it performs similar to
the ON-OFF algorithm. The effectiveness of GreenTube
is affected by the prediction accuracy and the selection of
candidate values, which are empirically determined. The
candidate values are set to {1, 3, 5, 10, 20, 50} MB in
this paper.
• eSchedule: Similar to our algorithms, eSchedule [19]
also considers the viewing time distribution of a video.
Based on the distribution, it decides how much data
to prefetch by minimizing the expected energy wastage
for the current prefetch. Different from eSchedule, our
algorithms further consider future prefetches when deciding how much data to prefetch currently. Specifically,
our algorithms calculate a n-step prefetching schedule
S = {x 1 , x 2 , . . . , x n } to prefetch all the remaining data,
and prefetch (x 1 − x 0 ) amount of data at the current step,
where x 0 is the amount of data being used.
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Fig. 8.
Total energy consumption of downloading videos for all video
viewings under different network quality. The segment size A in our discrete
algorithm is set to 50 KB.

•

Optimal: Optimal knows the viewing time of the video
and downloads the needed video content at once. Note
that the optimal algorithm does not exist, and it only
provides a performance upper bound.

C. Video Viewing Traces
We collected video viewing traces based on an online course
platform from September 2014 to January 2015 (130 days
in total). There are 102 different videos, and each of them
has been watched from two hundred to three thousand times
by different users. The video’s length is around 35 minutes,
and the median viewing time for each video ranges from
3 to 6 minutes. The bitrate of these videos varies from
400 Kbps to 1 Mbps. To simplify the simulation, we set the
bitrate as 400 Kbps for all videos. Fig. 3 shows an example of
the viewing content distribution for a certain video (watched
by different users) based on the traces.
D. Trace-Driven Simulations
We write C++ codes to simulate the video streaming process
for each algorithm, and calculate the energy consumption
of downloading videos using the energy model of Samsung
Galaxy S6 as described in Section III-A. Three downlink
throughputs are considered: 3 Mbps, 5 Mbps, and 10 Mbps.
The segment size A in the discrete algorithm is set to 50 KB.
The CPU energy consumed to run the algorithm is not counted
in the simulation, but will be evaluated in the next subsection.
1) Energy Consumption: In the first round of simulations,
for each video, we use the first half of the video viewing trace to train the algorithms and the second half for
evaluation. Fig. 8 shows the total energy consumption of
downloading videos for all algorithms. Under various network
quality, our Discrete algorithm always has the lowest energy
consumption. It can save 5% to 10% of the total energy
compared to Greedy, and 15% to 25% compared to eSchedule
and GreenTube. Greedy is the second best approach, which
saves energy by 10% to 15% compared to eSchedule and
GreenTube. ON-OFF and Whole video consume much more
energy, because the video and the average viewing time are
long.

In the second round of simulations, for each video, we use
the first half of the video viewing trace to train the algorithms
and split the second half into two traces (i.e., Trace 1 and
Trace 2) for evaluations. Trace 1 contains the video viewing
records that are longer than 3 minutes, and Trace 2 contains
the video viewing records that are shorter than or equals
to 3 minutes. Fig. 9 and Fig. 10 plot the CDF of the
energy consumption for video viewing sessions using Trace 1
and Trace 2, respectively. Under various network conditions,
eSchedule and GreenTube are close to our algorithms when the
viewing time is long (Trace 1), but consume much more energy
than ours when the viewing time is short (Trace 2). The reason
is as follows. GreenTube only considers several candidate
values to determine the buffer size. Those candidate values
may be too high or too low under the current network quality
and then some energy may be wasted. eSchedule minimizes
the expected energy wastage for the current prefetch, so it
may prefetch video too aggressively in order to save the tail
energy. When the viewing time is short, a lot of energy will
be wasted on downloading unneeded video content. In contrast, our algorithms calculate a n-step prefetching schedule
S = {x 1 , x 2 , . . . , x n } to decide how much data to prefetch,
achieving a better tradeoff between the tail energy and the
energy consumed on downloading unneeded data. Discrete
performs better than Greedy, because Discrete calculates a
discrete optimal solution, while Greedy is based on a 2-step
prefetching schedule and it prefetches more aggressively at
each step. When the viewing time is long, both algorithms
prefetch aggressively and have similar performance.
ON-OFF consumes less energy than ours when the viewing
time is short (Trace 2), but much more energy when the
viewing time is long (Trace 1). This is because ON-OFF
prefetches a 60-second chunk of video at once. When the
viewing time is very short, ON-OFF only needs to prefetch
few times, and wastes little tail energy. In contrast, our
algorithms prefetch more data considering that users usually
watch the video for a long time (i.e., the median viewing
time is more than 3 minutes), and waste more energy due to
downloading some unnecessary data. When the viewing time
is long, ON-OFF prefetches many times and wastes lots of tail
energy, which is much more than the energy wastage of our
algorithms, and hence underperforms our algorithms.
2) Data Wastage: We also record the amount of prefetched
video content in the first round of simulations. The fraction of
wasted data is calculated by using the amount of video content
downloaded but unwatched divided by the amount of watched
video content. As shown in Fig. 11, downloading the video
at once (Whole video) leads to a lot of data being wasted.
ON-OFF has the least amount of data wastage, but as mentioned above, it consumes too much energy. Comparing with
eSchedule and GreenTube, the wasted data in our algorithms is
much less under different network quality. To further limit the
amount of data being wasted, we can specify an upper limit
for the estimated data wastage of each prefetch. For example,
in the discrete algorithm, after i segments of data has been
used, k segments of data is prefetched only if the expected
data wastage of prefetching that much data, calculated by
k
FK (x)−FK (x−1)
x=i+1 FK (k)−FK (i) × ((k − x) × A), is under a limit.

YANG AND CAO: PREFETCH-BASED ENERGY OPTIMIZATION ON SMARTPHONES

703

Fig. 9. CDF plots of the energy consumption for video viewing sessions using Trace 1. The simulations are performed for each video. The first half of the
video viewing trace is used to train the algorithm and the video viewing records longer than 3 minutes in the second half (Trace 1) are used for evaluations.

Fig. 10. CDF plots of the energy consumption for video viewing sessions using Trace 2. The simulations are performed for each video. The first half of the
video viewing trace is used to train the algorithm and the video viewing records shorter than (or equal to) 3 minutes in the second half (Trace 2) are used
for evaluations.

Fig. 11. CDF of the fraction of wasted data for video viewing sessions. The fraction of wasted data is calculated by using the amount of video content
downloaded but unwatched divided by the amount of watched video content.

E. Testbed Development and Evaluation
We have implemented all the video streaming algorithms
in a modified video player called VLC [34] on our Samsung
Galaxy S6 phone (with LTE data plan from AT&T) to evaluate the performance of our algorithms. In the experiment,
we upload the video viewing traces to the phone, and perform
trace-driven evaluations. For each video, the first half of
the video viewing trace is used to train the algorithms, and
the second half is used for evaluations. A control program
on the phone decides when to start and stop playing videos
according to the traces, and the video player will run each
video streaming algorithm to download the video content.
The power consumption of the phone is measured using a
Monsoon Power Monitor. To differentiate the CPU energy
consumed to run the algorithms from the data transmission
energy consumed to download videos, we run each test for
two rounds. In the first round, we only measure the CPU
energy by disabling the cellular interface. In the second round,
we measure the total energy by enabling the cellular interface.

Fig. 12. Measuring LTE downlink throughput with different amounts of
data. 250 KB of data is large enough to accurately measure the downlink
throughput of 8 Mbps.

To estimate the downlink throughput, a small chunk of video
is downloaded and used for estimation. As shown in Fig. 12,
a 5-second chunk of video (i.e., 5 × 400 Kbps / 8 = 250 KB)
is large enough to estimate the downlink throughput.
Thus, every time new video content is needed, we first download a 5-second chunk of video to estimate the throughput, and
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Fig. 13. Parameter impact and experimental results. Experiments are performed based on a modified video player which implements all the video streaming
algorithms. The power consumption is measured using a Monsoon Power Monitor.

then calculate the prefetching schedule based on the measured
throughput to decide how much data to prefetch.
1) Parameter Setup: Our algorithms prefetch new video
content before the downloaded video runs out. This is because
in LTE, there is a promotion delay of up to 1 second for
the cellular interface to promote from IDLE to CONNECTED
before starting to download data. Besides the promotion delay,
it takes some time to download and decode video content
for users to watch. If new video content is not prefetched
before the buffer runs out, the video will be interrupted
when rebuffering occurs [35]. Thus, our algorithms prefetch
new video content five seconds in advance before the buffer
becomes empty, where the five seconds value is based on [36].
One more second are added as the time constraint (τ ) to
calculate the prefetching schedule in our discrete algorithm.
We use the method described in Section IV-C.1 to find the
optimal segment size A in our discrete algorithm. Based on
experiments on our Samsung Galaxy S6, the optimal A is
69.5 KB if the time constraint is ignored, and it takes 0.18 seconds for our discrete algorithm to calculate the prefetching
schedule using the optimal A. Fig. 13a shows the obtained
value of A under different time constraints (τ ). As can be
seen, when τ is less than 0.18 seconds, a larger A is obtained
in order to meet the time constraint.
2) Evaluation Results: As shown in Fig. 13b, in which the
total energy includes both the data transmission energy and
the CPU energy, Discrete (using the optimal segment size)
can save 10% of energy compared to Greedy, and save 20%
and 25% compared to eSchedule and GreenTube, respectively.

Greedy saves energy by 10% and 15% compared to eSchedule
and GreenTube, respectively. ON-OFF and Whole video consume much more energy than others. This result is consistent
with the simulation results in the last subsection. Fig. 13c
shows the CDF of the number of steps (n) in the prefetching
schedules obtained by our discrete algorithm for all videos.
Fig. 13d shows the total energy consumption of Discrete
with different values of the segment size A. As can be seen,
if A is small (e.g., 5 KB), the CPU energy consumed to
run the algorithm is significant. If A is large (e.g., 50 MB),
although the CPU energy is lower, the data transmission
energy consumed to download videos increases significantly.
This is because at least A amount of data will be prefetched
although less data is actually needed. When A becomes larger,
more energy is wasted on downloading unneeded video. Thus,
A should choose a value which can achieve a balance between
the CPU energy and the data transmission energy. The red
star ( A = 69.5 KB) in the figure is the calculated value based
on our method described in Section IV-C.1. It leads to very
low CPU energy while not increasing the data transmission
energy significantly compared to smaller values (e.g. 5 KB).
In order to maximize the energy saving, enough data
should be prefetched until the potential of saved tail energy
is offset by the energy wastage of prefetching unnecessary
data. Considering the high tail energy and the relatively
low energy consumption of data transmission in LTE, it is
better to prefetch more data (video). To verify this intuition,
we keep track of the amount of prefetched data in our discrete
algorithm. As shown in Fig. 13e, the prefetched data size
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ranges from 10 MB to 50 MB. With the average bitrate of
about 400 Kbps, the prefetched video lasts from 200 seconds
to 1000 seconds, which is much longer than the tail time.
3) Compatibility With DASH: In the experiments, the downlink throughput is consistently higher than the video
bitrate (i.e. 400 Kbps). However, it is possible that the
downlink throughput is lower than the video bitrate when
the network quality is poor. In this case, the video cannot
be downloaded in time and rebuffering occurs frequently.
All video streaming algorithms will keep downloading and
there is no prefetching. Dynamic Adaptive Streaming over
HTTP (DASH) [26], [37], [38] is a popular solution to deal
with this problem, where a lower video bitrate is used based on
the current downlink throughput. After a new bitrate is selected
based on DASH, our algorithms can be used to recalculate the
prefetching schedule.
VII. C ONCLUSIONS
In this paper, we generalized and formulated the prefetchbased energy optimization problem, where the goal is to find
a prefetching schedule that minimizes the energy consumption of data transmissions under the current network quality.
To solve the formulated nonlinear optimization problem, we
first proposed a greedy algorithm, which iteratively decides
how much data to prefetch based on the current network
quality. Then, we proposed a discrete algorithm to improve
its performance and found its performance bound. We have
implemented and evaluated the proposed algorithms in two
apps: in-app advertising and mobile video streaming. Evaluation results show that: in in-app advertising, our algorithms
can save more energy than existing algorithms by adaptively
adjusting the number of ads to be prefetched according to the
ad size and the network quality; in mobile video streaming,
our algorithms can save energy by 15% to 25% compared to
the best existing algorithms (i.e., eSchedule and GreenTube)
under various network conditions.
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