
MLGuard: Mitigating Poisoning Attacks in Privacy
Preserving Distributed Collaborative Learning

Youssef Khazbak, Tianxiang Tan, and Guohong Cao
Department of Computer Science and Engineering

The Pennsylvania State University
University Park, Pennsylvania 16802

Email:{ymk111, txt51, gxc27}@psu.edu

Abstract—Distributed collaborative learning has enabled build-
ing machine learning models from distributed mobile users’
data. It allows the server and users to collaboratively train a
learning model where users only share model parameters with
the server. To protect privacy, the server can use secure multi-
party computation to learn the global model without revealing
users’ parameter updates in the clear. However this privacy
preserving distributed learning opens the door to poisoning
attacks, where malicious users poison their training data to
maliciously influence the behavior of the global model. In this
paper, we propose MLGuard, a privacy preserving distributed
collaborative learning system with poisoning attack mitigation.
MLGuard employs lightweight secret sharing scheme and a
novel poisoning attack mitigation technique. We address several
challenges such as preserving users’ privacy, mitigating poisoning
attacks, respecting resource constraints of mobile devices, and
scaling to large number of users. Evaluation results demonstrate
the effectiveness of MLGuard on building high accurate learning
models with the existence of malicious users, while imposing
minimal communication cost on mobile devices.

Index Terms—collaborative learning, federated learning, pri-
vacy preserving, poisoning attacks, secure multiparty computa-
tion. I. INTRODUCTION

Billions of mobile phones and IoT devices are constantly
generating massive amount of data which are used for building
learning models. Such models have been used in many in-
telligent applications, including image recognition [1], speech
recognition [2] [3], and next-word prediction [4]. Typically, the
models are trained in a centralized manner with all users’ data
being gathered and processed by the central server. However,
the collection of users’ data such as photos, speech, and videos
may expose users to privacy risks [5]. To address the privacy
concern, distributed collaborative learning has been proposed
[6] [7] which allows users to collaboratively train a model
without revealing their training data to the server. Each user
trains the model locally on his training data, and shares the
model parameters with the server. Then, the server updates the
global model by aggregating the users’ parameters.

Although only model parameters are exposed to the server
in distributed collaborative learning, such parameters may
still reveal private information about user’s training data [8].
Consider a next-word prediction model which predicts the next
word based on previous words. It is possible to infer specific
words that the user typed from the parameter updates of the
user. To deal with this privacy concern, privacy preserving
machine learning based on secure multiparty computation has

been proposed to securely compute the sum of users’ param-
eter updates. This is commonly known as Secure aggregation
[9] [10], where the desired aggregate result can be computed
without revealing any user’s parameter updates in the clear.

Distributed collaborative learning opens the door for poi-
soning attacks. Malicious users can collaboratively manipulate
the training process to maliciously influence the behavior of
the global model. Several poisoning attacks have been studied
such as label-flipping attacks and backdoor attacks [11] [12].
In both attacks, users deliberately poison their training data to
generate a model that mis-classifies certain class or certain
inputs to attacker chosen class. Defense mechanisms have
been proposed to mitigate poisoning attacks [13] [14]. For
example, Multi-krum [14] identifies malicious users whose
parameter updates differ significantly from others. However,
all proposed defenses assume the server is able to observe
parameter updates in the clear, and hence does not consider
protecting users’ privacy.

We address the problem of privacy preserving distributed
collaborative learning with poisoning attack mitigation which
is not yet well studied, and a solution to this problem involves
several challenges. First, due to privacy concerns, the server
cannot explicitly observe users’ parameter updates, and at the
same time, they need to detect malicious users who report
poisoned parameter updates. Second, the privacy preserving
solution should not affect the model accuracy. For instance,
techniques such as parameter obfuscation, and differential
privacy which provide a trade-off between privacy and model
accuracy may not be adequate. Third, because of the in-
volvement of mobile devices, the solution should consider
their computation and communication constraints. Finally, the
solution should have good scalability.

In this paper, we address these challenges by proposing
MLGuard, an efficient, secure and privacy preserving dis-
tributed collaborative learning system. First, MLGuard pro-
vides strong privacy guarantee by employing computationally
efficient additive secret sharing which allows users to secretly
share their parameter updates among servers. As long as the
servers do not collude, MLGuard leaks nearly nothing about
the users’ parameter updates. Moreover, MLGuard detects
poisoning attacks. The malicious users collaborate towards a
malicious objective, e.g., train a next-word prediction model to
misclassify certain words to other specific words. Thus, their



parameter updates will deviate from honest users’ updates. To
detect them, the servers compute a similarity score for each
user, and users with lowest similarity scores (most dissimilar)
are rejected.

To simultaneously preserve users’ privacy and mitigate poi-
soning attacks, the servers should detect the attacks from users’
obfuscated parameter updates. Existing techniques which do
not consider privacy such as Multi-krum [14] require the
computation of non-polynomial (minimum) functions. The
computation of these functions on obfuscated parameter up-
dates would introduce high complexity to the system, because
it requires heavy cryptographic operations. To address this
problem, we propose a different solution based on cosine
similarity which requires only additions and multiplications
over obfuscated data. The additive secret sharing supports
additions. To perform multiplications, multiplication triplets
are needed. The servers collaborate to generate the multiplica-
tion triplets using partial homomorphic encryption. To further
optimize the similarity score computation, their computation
is separated into an offline part and an online part. The
offline part consists of generating all multiplication triplets,
while the online part computes the similarity scores which is
much faster. Moreover, we pack the parameter updates into a
matrix, and reuse the multiplication triplets. Thus the required
number of multiplication triplets decreases, and hence less
encryption/decryption operations are needed.

In summary the contributions of this paper are as follows.
• We propose MLGuard, a lightweight distributed collabo-

rative learning system which mitigates poisoning attacks
and provides strong privacy guarantee.

• We propose a poisoning attack mitigation technique
which enables the servers to identify if a user’s obfus-
cated/encrypted parameter updates are trustworthy. We
also propose optimization techniques to reduce the com-
putational overhead.

• We implement and evaluate MLGuard using two image
recognition tasks. Evaluation results show that MLGuard
can mitigate poisoning attacks when up to 40% users are
malicious. Moreover, our solution has low computation
and communication cost, and hence suitable for running
on mobile devices.

The remainder of this paper is organized as follows. In
Section 2, we present the preliminaries. Section 3 gives an
overview of MLGuard. In Section 4, we present the design
and implementation of MLGuard. Section 5 evaluates the
performance of MLGuard. The last two sections presents
related work and conclusions.

II. PRELIMINARIES

In this section, we introduce machine learning and collab-
orative learning. Then we describe privacy preserving collab-
orative learning, and poisoning attacks against collaborative
learning.

A. Machine Learning
Machine learning has been successfully applied to many

problems such as image recognition, speech recognition, and

text recognition. In this paper, we focus on a specific machine
learning problem of building classification models using super-
vised learning. To build a classification model, we first need
a large amount of training data which is typically a set of
data points, e.g. sequence of words, labeled with their correct
classes. The model has many parameters which are set up
through a training algorithm based on the training data. To find
the optimal set of parameters, the training algorithm searches
for a local minimum of the objective loss function.

Many training algorithms have been proposed to minimize
the loss function, and stochastic gradient descent (SGD) is the
most widely used optimization method. SGD is an iterative
algorithm where at each step it randomly samples a small
batch of the training data, and updates the model parameters
according to the direction of the negative gradient of the loss
function. This training process is repeated until the model
converges to a local minimum, where the gradient is close
to zero.

More specifically, in SGD, the model parameters are up-
dated at each training round. Let wt denote the model parame-
ters at round t. Then the model parameters wt+1 are computed
as follows:

wt+1 = wt − α. 1
n

n∑
i=1

∇Li(wt), (1)

where α is a learning rate that specifies the magnitude to
move towards the minimum. ∇Li(wt) is the value of the loss
function at the ith training data sample, and n is the number
of training samples.

B. Distributed Collaborative Learning

In distributed collaborative learning [6], servers and mobile
users collaborate to train a global model on the users’ joint
data without revealing users’ data to the servers, i.e., each
user keeps his own training data on his mobile device. A
typical implementation of collaborative learning is referred to
as collaborative learning with synchronized gradient updates
[6] which works as follows. In every iteration of the training,
the servers select a subset of users to participate in the training,
and send the global model to them. Then each selected user
runs one round of SGD locally using his training data. In this
round, the model parameters are updated by taking one step
of gradient descent on the current model, and then the updated
parameters are sent to the servers. Once the servers receive the
updates from all selected users, they aggregate the updates and
update the global model. Because each user runs SGD only
once, many user-server communication rounds are needed for
the model to converge.

To decrease the number of communication rounds required
between the user and server, we use another approach of
collaborative learning called Federated learning with model
averaging [7]. In this approach, each user runs several iter-
ations of SGD using his entire training data, and then the
updated parameters are sent to the servers. Afterwards, the



Fig. 1: The MLGuard system.

servers update the global model by computing the weighted
average of all users’ updates as follows:

wt+1 =

N∑
i=1

ni
N∑
j=1

nj

wt+1
i , (2)

where N is the number of selected users, ni is the size of
the user i’s training data, and wt+1

i is the user i’s updated
parameters at round t+ 1.

C. Privacy Preserving Collaborative Learning
Machine learning models requires massive amount of di-

verse data which is often privacy sensitive. To preserve privacy,
collaborative learning allows users to keep their training data
on their mobile devices, and only share model parameters with
the servers. However, there is still privacy leakage, because
shared model updates can reveal some training data samples.
For example, consider a next word prediction model which
operates on non-numeric data, i.e. language text. The model
first uses an embedding layer to transform each input into a
word-embedding vector that encodes the recently typed words.
This embedding layer contains at least one model parameter
for each word in the vocabulary. During training, the model
parameters of the embedding layer are updated only with the
words that appear in the training data. The gradients of other
words remain equal to zero. Thus, the set of typed words by
a user can be revealed by observing this difference.

To deal with this privacy concern, servers should know
the aggregate of updates but not any individual update. This
translates to a secure aggregation problem which can be solved
using existing secure multiparty computation protocols. These
secure protocols can preserve the confidentiality of model
updates, but they can not defend against poisoning attacks.

D. Targeted Poisoning Attacks on Collaborative Learning
In a targeted poisoning attack, an adversary deliberately

creates poisoned training data which is used in model training
in order to maliciously influence the behavior of the trained
model. Such trained model when used for inference will mis-
classify a certain example or certain class to a target class

with high probability. To make the attack stealthier, the trained
model should not significantly affect the inference accuracy of
other non-targeted classes.

One such poisoning attack is the label-flipping attack. To
perform the attack, labels of a certain class in the training data
is flipped to a target class. Then the model is trained using this
poisoned data, so that it mis-classifies any training example
originally labeled with that certain class to the attacker chosen
class. Another poisoning attack is the backdoor attack. In
this attack, certain training examples are augmented with a
secret pattern and labeled to a target class. The secret pattern
is used to trigger the target class. In the inference time, the
model predicts the attacker chosen class with high probability
whenever the input sample contains that trigger.

Collaborative learning can be exposed to these poisoning
attacks, because mobile users cannot be fully trusted, and they
can manipulate their training data. However, due to the large
number of mobile users, to perform an effective attack, an
adversary needs to collude with other attackers.

III. SYSTEM OVERVIEW

In this section, we first present the system overview, and
then introduce the threat model.

A. MLGuard Overview
MLGuard is a privacy preserving distributed collaborative

learning system which protects the learning process from
malicious users who aim to maliciously influence the behavior
of the trained model. In MLGuard, we consider two non-
colluding servers and a large number of users. One example
of this setting could be two different service providers want to
train a model. If each service provider trains the model using
only his own users’ data, which can be homogeneous, the
trained model will be inaccurate when used on other inputs.
Therefore, it is better to train the model on diverse data from
the two service providers without revealing the users’ data in
the clear to the service providers.

As shown in Figure 1, MLGuard allows two servers and
many users to train a learning model on the users’ joint data.
Specifically, in each training round, the two servers select
a subset of users to train the global model, and sends the
model parameters to the selected users. Each honest user trains
the model locally on his training data, while each malicious
user first poisons part of the training data, then uses the
poisoned training data to train the model. To preserve privacy,
each user shares obfuscated model parameters among the two
servers. The servers have two tasks. First, they detect malicious
users, and exclude them from the learning process. Second,
they collaboratively aggregate all the updated parameters from
honest users, and update the global model accordingly. Finally
the servers send the updated global model to the selected users.
This constitutes one iteration of the training process, and it is
repeated until the model converges to a local minimum.

B. Threat Model
We assume the servers are honest-but-curious entities who

strictly follow the protocol, and do not collude to infer users’



Fig. 2: The MLGuard design.

Fig. 3: The parameter updates (gradient) computed by: honest
users (black arrows), and malicious users (red arrows).

training data. However, they are interested in learning as much
information as possible from users’ training data.

In our system, we consider an adversary who can compro-
mise several users’ mobile devices. Then the adversary can
inject poisoned training samples which can be used in training
these users’ learning models. After the training, the adversary
will strictly follow the protocol to share his updated parameters
with the servers. Then the adversary can observe the global
model generated by the servers, but he cannot observe the
model parameters of other honest users. In addition, he cannot
observe the training data of honest users, since he does not
have access to the honest users’ devices.

IV. MLGUARD DESIGN AND IMPLEMENTATION

In this section, we present the design and implementation
of MLGuard, the privacy preserving distributed collaborative
learning system which can mitigate poisoning attacks.

A. System Design
Figure 2 shows the MLGuard design which consists of

two major components: Privacy Preserving Training, and
Poisoning attack Mitigation. The Privacy Preserving Training
is executed on user’s mobile device after training the model
locally, and obtaining the model parameters. It allows a user to
obfuscate the parameters before sending them to the servers.
To obfuscate the parameters, the user splits each parameter
value into two shares, and sends one share to one server.

The Poisoning attack Mitigation is executed on the servers
to detect malicious users with poisoned parameters, and ex-
clude them from the learning process. Because it runs on the
servers, the users’ training data cannot be accessed and only
model parameters can be used for attack detection. To detect
poisoning attacks, we consider each mobile device generates
independent identically distributed (IID) training data. Each
user runs the SGD to obtain an estimate of the gradient of the
objective function. As shown in Figure 3, the parameter up-
dates computed by honest users (black arrows) are distributed

around the gradient of the objective function, while parameter
updates of malicious users (red arrows) deviate from the actual
gradient of the objective function. Thus, the parameter updates
of honest users are more similar to each other compared to the
parameter updates of malicious users.

Existing poisoning attack mitigation solution such as Multi-
krum considers a system which can tolerate up to f malicious
users out of N users. To detect poisoning attacks, it excludes
parameter updates that are too far away from the majority
of users. Specifically, it computes a similarity score for each
user, based on the Euclidean distances between the user’s
updates and the N − f − 1 nearest neighbors’ updates. Then
the f users with the largest scores (maximum distance) are
ignored. However, Multi-krum does not consider preserving
users’ privacy.

To simultaneously preserve users’ privacy and mitigate
poisoning attacks, the servers should detect poisoning at-
tacks from users’ obfuscated parameters. In Multi-krum, to
find the nearest neighbors, computations of non-polynomial
(minimum) functions are needed. The computation of these
functions on encrypted updates would introduce high com-
plexity to the system, because it requires heavy cryptographic
operations at the server. Thus, we propose a different solution
to mitigate the poisoning attacks. We use cosine similarity
to measure the angular distance between parameter updates.
Then malicious users are identified as the ones with updates
that deviate from the majority of other users’ updates. Next, we
describe the Privacy Preserving Training, and the Poisoning
attack Mitigation.

B. Privacy Preserving Training
In this subsection, we introduce the privacy preserving

training which relies on additive secret sharing scheme [15]
[16] to secretly share the parameter updates among the two
servers. The secret sharing scheme consists of the following
algorithms.

Sharing algorithm (Shr(.)). For a user, to additively share
an l-bit value u among the two servers S0 and S1, the user
splits its private value u into two shares. In particular, he picks
a uniformly random value u0 ∈ Z2l , and then sets u1 = u−u0
mod 2l. Then he sends over an encrypted channel, u0 to S0,
and u1 to S1. We denote an additive share u0 by 〈u〉0.

Reconstruction algorithm (Rec(.,.)). To reconstruct an
additively shared value u, each server Si sends 〈u〉i to the
other S1−i. Then each server computes u = 〈u〉0 + 〈u〉1.



Using the secret sharing scheme, additions and multiplica-
tions can be carried on secret-shared data as follows.

Addition. Given two shared values u and v. To compute
z = u+v, each server Si adds his shares, i.e. 〈z〉i = 〈u〉i+〈v〉i
mod 2l. Then each server Si sends his share 〈z〉i to the other
server S1 − i. Finally, each server computes z = 〈z〉0 + 〈z〉1

Multiplication. To multiply two shared values u and v,
denoted by z = u.v, a pre-computed multiplication triplet
a,b, and c is needed. This multiplication triplet can be gener-
ated as follows. a and b are generated uniformly at random
in Z2l , and c = a.b mod 2l. For now, we assume that
the two servers can obtain their shares as 〈a〉i,〈b〉i, and
〈c〉i. Then each server Si computes 〈α〉i = 〈u〉i − 〈a〉i
and 〈β〉i = 〈v〉i − 〈b〉i. The two servers reconstruct α =
Rec(〈α〉0, 〈α〉1) and β =Rec(〈β〉0, 〈β〉1). Each server Si

computes 〈z〉i = i.α.β + β.〈a〉i + α.〈b〉i + 〈c〉i. Finally the
two servers reconstruct z = Rec(〈z〉0, 〈z〉1).

Our privacy preserving training solution works as follows.
The servers select a subset of N users to participate in the
model training and send them the global model. For a selected
user p, the model is trained using the local training data to
obtain the parameter vector, denoted by wp. The user wants
to share wp with the two servers without revealing the actual
parameter vector to the servers or other users. This can be
done by using Shr(wp) to share wp among the two servers
which splits wp into two shares 〈wp〉0 and 〈wp〉1, then sends
〈wp〉0 to S0 and 〈wp〉1 to S1.

When mobile users are trusted, the two servers can ag-
gregate their shares of the parameter vectors, and update the
global model as follows.

• Local aggregation. Each server Sj adds shares received
from all N users, i.e.

∑N
i=1〈wi〉j . Here, each server cannot

reveal any user’s vector, as it only has a random share of
each value, but not the parameter itself.

• Global aggregation. To compute the aggregate of all up-
dates, the two servers use Rec() to reconstruct the final
summation as

∑N
i=1〈wi〉0 +

∑N
i=1〈wi〉1 =

∑N
i=1 wi.

This solution allows users to distribute their trust across
two non-colluding servers. Each server learns the aggregate
of all vectors but not any single vector in the clear. This
aggregation does not filter out any user. Next, we describe
our attack mitigation which can filter out malicious users.

C. Poisoning Attack Mitigation
The two servers collaborate to detect malicious users. Be-

cause malicious users train the model with poisoned data, their
parameter updates will deviate from other users’ updates. To
detect them, we use cosine similarity to measure the angular
distance between parameter updates. Similar to [17], not all
model parameters can be used to separate honest users from
malicious users, because some parameters from honest users
are similar to those from malicious users. Thus, the servers
compute the cosine similarity based on a subset of model
parameters, denoted as M . The similarity score of user p,
denoted by ρp, can be defined as follows:

ρp =
1

N

N∑
i=1 and i 6=p

op.oi
‖op‖‖oi‖

, (3)

Where op and oi are parameter vectors of user p and i
respectively, and each vector includes only M parameters.

We assume that each user can normalize the parameter vec-
tor before sending it to the servers, and thus the computation
of the similarity scores requires computing inner products
of every pair of parameter vectors. To compute the inner
products, we need to do additions and multiplications on the
secret-shared parameter vectors.

As illustrated in Section IV.B, to multiply secret-shared
vectors, multiplication triplets are needed. The multiplication
triplets are independent on the users’ parameter vectors and
hence they can be generated offline before the training process.
Thus the computation of the similarity scores can be separated
into an offline (pre-processing) part, and an online part. The
offline part consists of generating all multiplication triplets,
while the online part computes the similarity score of each
parameter vector. The offline part takes much longer time
(thousands of time more) than the online part. Next, we first
discuss a baseline similarity computation solution, and then
introduce the optimized similarity computation solution.

1) Baseline similarity computation:: For the online part,
a straightforward implementation is to compute the inner
product between each two user’s vectors as follows. Let two
users p and q share their vectors as 〈op〉0,〈oq〉0 to S0 and
〈op〉1,〈oq〉1 to S1. The multiplication triplets are represented
by up,uq , and vpq , and are secretly shared among the two
servers. Then each server Si computes 〈e〉i = 〈op〉i−〈up〉i and
〈f〉i = 〈oq〉i − 〈uq〉i. Afterwards, the two servers reconstruct
e = Rec(〈e〉0, 〈e〉1) and f =Rec(〈f〉0, 〈f〉1). Then S0 computes
〈op.oq〉0 = f.〈up〉0 + e.〈uq〉0 + 〈vpq〉0. While S1 computes
〈op.oq〉1 = e.f + f.〈up〉1 + e.〈uq〉1 + 〈vpq〉1.

Then to compute the similarity score of a user, each server
aggregates the inner products between that user’s vector and
each other user’s vector. Afterwards, the two servers recon-
struct the final similarity score.

For the offline part, each server wants to obtain his shares of
the multiplication triplets. To generate the shared multiplica-
tion triplets 〈vpq〉0 and 〈vpq〉1 for vpq = up.uq , we can rewrite
the inner product as up.uq = (〈up〉0+〈up〉1).(〈uq〉0+〈uq〉1) =
〈up〉0.〈uq〉0 + 〈up〉0.〈uq〉1 + 〈up〉1.〈uq〉0 + 〈up〉1.〈uq〉1. To
compute these four inner products, S0 randomly generates
〈up〉0 and 〈uq〉0 in Z2l , while S1 picks random vectors
〈up〉1 and 〈uq〉1 in Z2l . Thus S0 can compute 〈up〉0.〈uq〉0
locally, and similarly S1 can compute 〈up〉1.〈uq〉1 locally. The
challenge is how to compute the following two inner products:
〈up〉0.〈uq〉1, and 〈up〉1.〈uq〉0.

For the servers to compute 〈up〉0.〈uq〉1, and 〈up〉1.〈uq〉0,
they need to compute it without revealing their shares to
each other. Thus, we can encrypt a share using an addi-
tively homomorphic encryption such as Paillier encryption
scheme [18]. We assume the two servers share a public
key pk, and then it is possible to add two ciphertexts as



Encpk(up + uq)= Encpk(up).Encpk(uq). In addition, we can
compute Encpk(up.uq) = Encpk(up)uq . Thus by using Paillier
encryption, we can compute 〈up〉0.〈uq〉1, and 〈up〉1.〈uq〉0.
Hence these inner product can be computed, but, we want
each server to have only a share of vpq as 〈vpq〉0 with
S0, and 〈vpq〉1 with S1, thus the protocol masks vpq by
adding a random vector to it. These generated multiplication
triplets can be used for one inner product computation, that
means for each user, the similarity score computation requires
O(NM) multiplication triplets. And for all users, O(N2M)
multiplication triplets are needed.

2) Optimized similarity computation:: To reduce the high
communication and computation overhead of the baseline
solution, we propose the following optimization. Instead of
using independent multiplication triplets for every pair of
parameter vectors, each server Si packs all users’ vectors into
a matrix as follows: 〈O〉i = [〈o1〉i〈o2〉i..〈oN 〉i]T . Then to
compute the similarity score of all users, each server computes
the multiplication of matrix 〈O〉i of size N × M and its
transpose, denoted by 〈Θ〉i = 〈O〉i〈OT 〉i. Then, the similarity
score of each user can be obtained by summing over each
column. For user p, the similarity score, denoted by 〈ρp〉i,

can be computed as
N∑

j=1,j 6=p

〈θjp〉i. With this optimization,

each value in parameter vector is masked only twice, in 〈O〉i
and 〈OT 〉i, and then reused in all inner product computations.
Thus the total number of multiplication triplets is reduced to
O(NM).

For the offline part, Protocol 1 describes the optimized mul-
tiplication triplet generation where only three shared matrices
are generated, denoted by 〈A〉i, 〈B〉i, and 〈C〉i, where 〈A〉i
has the same dimensions as 〈O〉i, and 〈B〉i has the same
dimensions as 〈OT 〉i. We consider C = AB mod 2l.

Protocol 1 Generating Multiplication Triplet Shares

1: S0 : Randomly generates 〈A〉0 and 〈B〉0 in Z2l , a public
key pk, and a private key s.

2: S1 : Randomly generates 〈A〉1 and 〈B〉1 in Z2l , and a
mask R of size N ×N .

3: S0 → S1 : pk, Encpk(〈A〉0) , and Encpk(〈B〉0)
4: S1 → S0 :

D =Encpk(R) Encpk(〈A〉0〈B〉1)Encpk(〈A〉1〈B〉0),
where ∀i ∈ N, j ∈ N, compute dij = Encpk(rij).∏
k=1..M

Encpk(〈aik〉0)〈bkj〉1
∏

k=1..M

Encpk(〈bkj〉0)〈aik〉1

5: S0 : 〈C〉0 = (〈A〉0.〈B〉0+ Decs(D)) mod 2l

6: S1 : 〈C〉1 = (〈A〉1.〈B〉1 − R) mod 2l

After computing the similarity score for each user, our
solution excludes users with the lowest similarity scores. We
assume the system contains a maximum of f malicious users.
Then the servers select N − f parameter vectors with the
highest similarity scores to generate the global model. The
MLGuard is described in algorithm 1, and 2. Algorithm 1 is
executed on users’ mobile devices to train the model on their
local data, and securely share their parameter vectors among
the servers. While Algorithm 2 is executed on the servers

to mitigate the poisoning attack and aggregate the parameter
vectors of honest users.

Algorithm 1 MLGuard running on user’s p device

Input: w.
Output: 〈wp〉0 and 〈wp〉1.

1: Initialize wp ← w.
2: for each epoch = 1,2,.. do
3: for each batch b in user’s split do
4: wp ← wp − α∇L(wp; b).
5: end for
6: end for
7: 〈wp〉0, 〈wp〉1 ← Shr(wp).
8: Return 〈wp〉0 to S0, and 〈wp〉1 to S1.

Algorithm 2 MLGuard running on server Si

Input: Multiplication triples in matrices form; 〈A〉i, 〈B〉i,
and 〈C〉i.

1: Initialize 〈w〉i.
2: for each training round t = 1,2,.. do
3: Pick random set of N users..
4: Get 〈w1〉i, 〈w2〉i, .., 〈wN 〉i .
5: Select 〈o1〉i, 〈o2〉i, .., 〈oN 〉i, each with M parameters.
6: Construct 〈O〉i and its transpose 〈OT 〉i.
7: 〈E〉i = 〈O〉i − 〈A〉i.
8: 〈F〉i = 〈OT 〉i − 〈B〉i.
9: With server S1−i, compute:

E← Rec(〈E〉0, 〈E〉1),
F← Rec(〈F〉0, 〈F〉1).

10: 〈Θ〉i ← i.EF + F〈A〉i + E〈B〉i + 〈C〉i.
11: for each user p do

12: 〈ρp〉i ←
N∑

j=1,j 6=p

〈θjp〉i.

13: With server S1−i, compute:
ρp ←Rec(〈ρp〉0, 〈ρp〉1)).

14: end for
15: Select N − f update vectors with the highest ρp.
16: 〈w〉i =

∑
p∈N−f

np

n 〈wp〉i.
17: With server S1−i, compute:

w← Rec(〈w〉0, 〈w〉1).
18: Share w with all N − f users.
19: end for

V. PERFORMANCE EVALUATIONS

We implement MLGuard using PyTorch on a desktop with
a 3.6 GHz, intel i7 processor and 32 GB RAM. We use the
multiprocessing module in PyTorch to simulate the users of
the system. To evaluate the running time on mobile devices,
we train the models on Huawei Mate 10 Pro smartphone.

Datasets. We evaluate the performance of MLGuard based
on two image recognition tasks: a digit recognition task called
MNIST [19], and an image classification task called CIFAR-10
[20]. The MNIST dataset consists of 10 classes, and it includes
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Fig. 4: MLGuard performance on MNIST when each malicious user poisons 75% of his training data.

60, 000 training samples and 10, 000 test samples. Each sample
is an image of 28× 28 pixels. The CIFAR-10 dataset consists
of 10 classes of 32× 32 images with 3 RGB channels. There
are 50, 000 training samples, and 10, 000 testing samples. For
MNIST and CIFAR-10, we first shuffle the data, and then
divide it among 30 and 10 users respectively.

Learning models. For MNIST, we use a multilayer percep-
tron (MLP) neural network with three hidden layers, where the
first two layers have 200 units and the third layer has 64 units,
each using RELU as its activation function. The activation
function of the output layer is a Softmax function. For CIFAR-
10, we use MobileNetV2 model which is described in [21].

Poisoning Attacks. In our evaluation, a malicious user
performs poisoning attack by training the model to mis-
classify a source label to a target label. In MNIST, a malicious
user mislabels images of digit 7 as digit 1. While in CIFAR-
10, a malicious user trains the model to mis-classify a horse
image as an automobile image.

Performance metrics. We evaluate the performance of
MLGuard using the following metrics. The Attack Success
Rate is the proportion of test samples with the source label
mis-classified as the target label. The Testing Accuracy is the
proportion of test samples that are correctly classified. The
Attack Detection Rate is the proportion of malicious users
detected out of the actual number of malicious users.

Comparison. We compare MLGuard with two other learn-
ing solutions: the average and Multi-Krum. The average is the
baseline distributed collaborative learning [6] which computes
the weighted average of all the N user updates. The average
does not consider privacy or security support in the learning
process. Multi-krum computes a score for each user, based on
his Euclidean distance from the N − f − 1 nearest neighbors.
To exclude malicious users, the servers aggregate the updates
from the N−f users with the smallest scores. However, Multi-
krum does not consider privacy.

A. Performance of MLGuard

We first evaluate the performance of MLGuard. We train a
digit recognition classifier using the MNIST dataset. In the
experiments, the servers initiate 5 training rounds. In each
round, each user trains the model with the following: number
of epochs = 5, batch size b = 32, and learning rate α = 0.1.

The servers select a subset of parameters, M , out of all model
parameters for poisoning attack mitigation.

Figure 4 compares the performance of MLGuard, average,
and Multi-Krum, when malicious users train their local models
with 75% poisoned data and 25% genuine data. As can be
observed, in average, malicious users are always included
in the training process. As the fraction of malicious users
increases, the attack success rate increases, and the testing
accuracy decreases. In MLGuard and Multi-Krum, as long
as the fraction of malicious users is 0.4 or less, malicious
users can be excluded from the training process, and the
attack detection rate is 100%. Thus both solutions can defend
against poisoning attacks when more than half of the users
are trustworthy. However, only MLGuard can preserve users’
privacy as well.

Effect of threshold f : Figure 5 shows the effect of f on
the performance of MLGuard when the fraction of malicious
users is 0.3. As can be observed, as f increases from 0 to 0.3,
the testing accuracy increases due to the detection of more
malicious users. However, when f goes above 0.3, the training
accuracy decreases. This is because some honest users are
excluded from the training process, and hence less amount of
data is available for training. As shown in Figure 5c, when
f
N is 0.9, the testing accuracy decreases significantly because
only few users are selected in the training, i.e., the training
data is not enough.

Effect of the number of selected parameters M : Figure
6 shows the effect of M on the performance of MLGuard.
Here malicious users reduce the number of poisoned data
samples used in training in order to evade the detection. We
consider three cases as follows: M = 210714, parameters
from final layer M = 650, and M = 650 with transfer
learning in which we use a pre-trained model, and only retrain
the final layer. As shown in Figure 6b, when M = 210714,
the attack detection rate is the lowest among all cases. This
is because some parameters from honest users are similar
to those from malicious users, and thus cannot be used to
detect attacks. While parameters from the final layer shows
larger variations. In addition, with transfer learning, malicious
users cannot control the pre-trained layers, and they can only
influence the final layer. Such misbehavior can be detected
easier, because the parameters of the final layer will have
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Fig. 6: Effect of M on MLGuard when each malicious user poisons from 8% to 12% of his training data.

higher variations. By using parameters from the final layer
with transfer learning, MLGuard can achieve the highest attack
detection rate. Moreover, as can be observed in Figure 6a, the
attack success rate is low even when some malicious users are
not detected, because the malicious users can only poison a
small number of data samples.

We also evaluate the performance of MLGuard on the
CIFAR-10 dataset. We use a pre-trained MobileNetV2 model
[21] as a feature extractor, and we train a classifier with two
hidden layers with 1280 and 500 units respectively. We set
the number of epochs = 5, the batch size b = 100, the
learning rate α = 0.1, and M = 5010. Each malicious user
trains his model with a fraction of 75% poisoned data. From
the experiments, we observe the testing accuracy is 91% in
average, and 93.2% in MLGuard and Multi-Krum. The testing
accuracy in average is the lowest because of not filtering out
malicious users. In addition, we observe the attack success
rate is 0% in MLGuard and Multi-Krum, and 3% in average.
In average, the attack success rate is low because malicious
users can only train the output classifier layers, and hence their
attack effectiveness is limited.

B. Communication and Computation Cost of MLGuard
We first evaluate the communication cost of MLGuard

based on the CIFAR-10 dataset using a model with 645, 510
parameters. Each parameter value is stored as a 64-bit number.
Each user encrypts the parameters using AES symmetric-key,
and then uploads the parameters of size 9.84MB. After the
training process, one server sends back the updated global
model of size 4.92MB to each user. As shown in Table
I, the communication between the two servers varies based

on N , M , and the algorithm used. The optimized algorithm
communicates less amount of data compared to the baseline
algorithm. This is because the optimized algorithm packs pa-
rameter vectors in a matrix and reuses the same multiplication
triplets for each matrix element. We can also see that the
communication cost of the offline part is much higher than the
online part. This is because the offline part uses homomorphic
encryption to encrypt the data into ciphertexts of size (2048
bit). Finally, as N , or M increases, the required number of
multiplication triplets increases, and hence the communication
overhead increases.

TABLE I: Communication cost of MLGuard per training round
on CIFAR-10 (number of parameters = 645, 510).

N M Algorithm Online Offline
part part

30 5010 Baseline 147.45MB 1.07GB
Optimized 14.43MB 73.38MB

100 5010 Baseline 1.5GB 11.94GB
Optimized 25.14MB 244.62MB

30 645510 Baseline 17.3GB 138.51GB
Optimized 600.83MB 9.23GB

Table II shows the computational cost of training models
on Huawei mate 10. The running time is 2s for training MLP,
and 40s for training MobileNetV2. To speed up the training
of MobileNetV2, we use a pre-trained MobileNetV2, and only
train the final classifier layer. With this transfer learning, the
training time can be reduced to 17s.

VI. RELATED WORK

Privacy preserving collaborative learning has received con-
siderable attention [6] [22] [9] [23]. Shokri et. al [6] proposed
a collaborative learning solution which allows users to jointly



TABLE II: Computation cost of MLGuard on Huawei phone.
Network Dataset Training Running

architecture samples time
MLP MNIST 2000 2s

(3 hidden layers)
MobileNetV2 CIFAR-10 5000 40s
MobileNetV2 CIFAR-10 5000 17s

with transfer learning

learn a model while preserving the privacy of their training
data. To further ensure privacy, differential privacy is used to
obfuscate the parameter updates leading to trade-off between
privacy and model accuracy. Bonawitz et. al [9] proposed a
collaborative learning solution which leverages secure multi-
party computation to aggregate all parameter updates obtained
from users’ devices without revealing users’ updates in the
clear. However, these solutions cannot detect malicious users
who can manipulate the learning process.

Poisoning attacks have been well studied in the machine
learning literature [11] [12]. In collaborative learning, mobile
devices participate in the training process. Recent studies show
that mobile devices are attractive targets to adversaries [24],
and thus poisoning attacks can be launched by compromised
these devices [17] [25]. Several works studied mitigating
poisoning attacks in collaborative learning [17] [13] [14].
Multi-Krum [14] is proposed to defend against Byzantine users
who may report malformed updates to prevent the convergence
of the learning process in distributed SGD. However, none of
the previous work provides strong privacy guarantee to users’
training data, because they reveal the updates in the clear to
the servers.

To provide strong privacy, somewhat-homomorphic encryp-
tion scheme can be used as in [26]. It allows mobile devices to
encrypt parameter vectors before sending them to the servers.
Then the servers can do computations on the encrypted vec-
tors. However, encrypting high dimensional parameter vectors
on mobile devices requires high computational power. Hence,
we use a different low computational approach based on secret
sharing, where the trust is distributed among several servers.

VII. CONCLUSIONS

In this paper, we proposed MLGuard, a lightweight, secure
and privacy preserving distributed collaborative learning sys-
tem that enables the collaboration of two servers and many
mobile users to train a machine learning model. MLGuard
defends against poisoning attacks while preserving the privacy
of users’ training data. It employs fast additive secret sharing
scheme to allow users to secretly share their model updates
among the two servers. The servers use a novel poisoning
attack mitigation technique to identify if a user’s obfuscated
parameter updates are trustworthy. We have implemented
and evaluated MLGuard using two image recognition tasks.
Evaluation results show that MLGuard can mitigate poisoning
attacks from malicious users. Moreover, our solution has low
computation and communication cost, and hence suitable for
running on mobile devices.
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