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Abstract—While IoT cameras have been widely deployed as
part of many commercial and residential systems, there exist
many threats to IoT camera-based systems due to their inherent
vulnerabilities. An effective way to improve the security of IoT
cameras is by deploying honeypots, which can be leveraged to
engage and deceive the attackers. However, it is challenging to
build a camera honeypot that realistically emulates an IoT camera.
The camera honeypot not only needs to provide what appears
to be a live video stream, but also react to camera control
commands (e.g, zoom in/out, tilting, etc.) faithfully and with the
expected latency. Existing systems use either real IoT cameras
as the source of video streams, which incurs high setup cost
and limited scalability because it requires a camera for every
honeypot, or plays pre-recorded videos, which do not engage
attackers because they do not allow interactions. To address these
problems, this paper focuses on the design and evaluation of a
scalable high-interaction IoT camera honeypot, called HoneyCam.
To emulate IoT cameras, we prerecord 360° video, and propose
techniques to map the 360° video to different fields of view based
on the attacker’s camera control commands. We evaluate the
effectiveness and robustness of HoneyCam by deploying the system
on the public Internet. Evaluation results show that HoneyCam
can achieve a similar level of deception as those using real IoT
cameras, but with better scalability and lower deployment cost.
Moreover, it is covert against widely used reconnaissance and
honeypot detection tools.

I. INTRODUCTION

Internet of Things (IoT) cameras are being deployed in a
wide variety of consumer, enterprise and military settings such
as home security, patient health monitoring, smart cities and
for military operations. However, there exist many threats to
IoT camera-based systems due to their inherent vulnerabilities
[1], caused by the use of outdated or broken security modules,
improper patch management, insufficient access control or in-
adequate physical security. The security and privacy challenges
for IoT camera-based systems are much harder to address
due to their resource limitations Moreover, many IoT camera-
based systems are built on legacy systems, lacking up-to-date
software updates. As a result, many recent attacks exploited
compromised devices, for example, the DoS attack based on
the Mirai botnet and its variants [2, 3].

An effective way to improve the security of IoT camera
systems is to deploy honeypots. Honeypots are commonly used
to detect ongoing threats, collect attack traces, and engage and
deceive the attackers by mimicking certain functionalities of
systems or devices. [oT cameras can be used by attackers for
information collection before launching real-life attacks, e.g.,

breaking into a house when seeing no one is at home through
an [oT camera. This feature, however, can also be leveraged
for further deception by the defenders.

Take home surveillance system as an example: compromised
IoT surveillance cameras usually provide first-hand information
to the attackers and guide their decision making process.
Therefore, IoT camera honeypots can deceive the attackers by
providing realistic but misleading video streams. For example,
if a thief accesses the camera honeypot and notices that the
house owner’s car is parked right in front of the house, it
is very likely that the thief will not break into this house
since someone is at home. In a military scenario, compromised
soldier mounted cameras or drone cameras can help the at-
tacker obtain tactical and battlefield information. Therefore, IoT
camera honeypot with video streams can be used as a bait for
deception.

In these examples, an IoT camera honeypot should: 1) be
able to provide highly realistic video streams to the attacker
that look like a live stream from a real IoT camera, 2) support
interactive controls for the attacker that realistically mimics the
controls of a real camera, 3) evade detection as a honeypot by
either human or software-based honeypots detection systems,
4) easily scale to different brands and models of IoT cameras.

However, it is challenging to build a camera honeypot that
realistically emulates an IoT camera. The camera honeypot
not only needs to provide a realistic video stream, but also
react to camera control commands (e.g, zoom in/out, tilting,
etc) accurately and with the similar response time as with a
real camera. Existing works take two approaches to building
IoT camera honeypots. One approach [4] is to use real IoT
cameras. This approach provides high interactivity but it has
high setup cost and limited scalability because each honeypot
requires its own physical camera. The second approach [5] is
to build a low-interaction honeypot using pre-recorded videos
to engage attackers. Although such low-interaction honeypots
can be deployed easily with low cost, they can not effectively
engage attackers for the lack of reaction to camera control
commands.

To address these problems, this paper focuses on the design
and evaluation of a scalable high-interaction IoT camera honey-
pot, called HoneyCam. To emulate IoT cameras, we implement
techniques to play stored videos. Since the attacker may interact
with the camera through zoom or tilt functions, normal video



TABLE I: Comparison of Existing loT-Camera Honeypots in the Literature and HoneyCam

General Purpose IoT Honeypot | Low-interaction IoT Camera Honeypot | High-interaction IoT Camera Honeypot
to emulate IoT camera base on pre-recorded video base on real camera HoneyCam
[6, 7, 8] [9, 5] [4, 10, 11]
Scalability High High Low High
Ability to Detect Scripting Attacks High High High High
Ability to Engage Human Attacker | Very Low Low High High
Ability to Deceive Human Attacker | Low Low Medium High
Covertness Low Low High High
Deployment Cost Low Low High Low

playback will not work. To deal with this problem, we prerecord
a 360° video [12, 13, 14, 15], and propose techniques to map
it to different fields of view based on the interactions with the
attacker.

The main contributions of this paper are as follows:

« We propose HoneyCam, a high-interaction deceptive IoT
camera honeypot system based on pre-recorded 360°
videos.

« We develop techniques to map the 360 ° video to different
fields of view based on the attacker’s camera control
commands to deceive the attackers.

« We evaluate the effectiveness and robustness of HoneyCam
by deploying the system on the public Internet. Evaluation
results show that HoneyCam can achieve a similar level
of deception as those using real IoT cameras, but with
better scalability and lower deployment cost. Moreover, it
is covert against widely used reconnaissance and honeypot
detection tools.

II. BACKGROUND AND RELATED WORK

Honeypots are decoy systems that attract, engage and deceive
potential attackers through vulnerable services in a controlled
and monitored environment. They usually consist of virtual
systems that mimic real production environments in order to
effectively engage the attacker. A successful honeypot can
profile and analyze attackers’ behavior or provide deceptive
information to mislead the attackers. Honeypots are usually
classified as high-interaction honeypots or low-interaction hon-
eypots based on the fidelity of the system exposed to the
attackers and the privileges given to the attackers.

Low-interaction honeypots emulate well-known vulnerable
services by partially implementing the real production systems
or devices in order to attract attackers. Due to their simplicity,
low-interaction honeypots are easy to implement, deploy and
maintain while can be detected by human attackers or recon-
naissance tools. On the other hand, high-interaction honeypots
emulate devices, services, functionalities, or operating systems
more realistically. They can engage and deceive the attackers
for a much longer time period and even provide misleading
information to affect the attackers’ decision making process.
However, high-interaction honeypots are hard to implement,
deploy, and maintain. They also pose higher security risks since
attackers’ behavior is not strictly restricted.

Related Work: Research on honeypot [16, 17, 18, 19, 20] has
attracted considerable attention in the past years. There exist
many open-sourced or commercialized honeypot frameworks
and platforms, especially for computer network services and

malware collection such as honeyd [21]. Recently, due to the
wide adoption of IoT cameras, IoT honeypots have also been
developed to increase the overall security of IoT camera related
systems. A summary of existing IoT camera honeypots is shown
in Table I and will be discussed below.

Hakim et al. [8] introduced U-POT, an IoT honeypot frame-
work for UPnP (Universal Plug and Play) protocol. It uses
device description files to automate honeypots and provide
fake responses. IoTCandylJar [7] emulates the request-response
pattern of target IoT devices. It first acquires an attacker’s
IoT request packets using low-interaction honeypots and probes
online IoT devices to receive valid responses for those requests.
Even though these honeypots can efficiently handle scripting at-
tacks against specific IoT camera related protocol, they usually
cannot engage human attackers for a long time as no video
streaming functionality is provided.

To address the weaknesses of these honeypots, Tabari et al.
[5] built a recorded-video based low-interaction IoT camera
honeypot, which can generate response messages for a D-Link
camera and play a short recorded video repeatedly to engage the
attackers. The authors collected many attack traces exploiting
existing D-Link vulnerabilities. Guarnizo et al. [4] proposed
a high-interaction IoT camera honeypot architecture called
SIPHON, which sets up honeypots on the cloud and leverages
traffic forwarding technique to redirect attacker’s commands
back to real IoT cameras in their lab. Similarly, IoTCMal [11]
uses real IoT cameras to engage the attackers.

These IoT-camera honeypots emulate most of the func-
tionalities provided by IoT cameras. Recorded-video based
IoT camera honeypots have good scalability because they do
not require any physical devices or extra network bandwidth.
However, they cannot effectively engage or deceive human
attacker since the attacker can not interact with the provided
video stream. On the other hand, real-camera based IoT camera
honeypot such as SIPHON [4] can engage the attacker better.
It can provide live video stream and respond to attacker’s
camera control commands faithfully. Unfortunately, such IoT
camera honeypots have very high deployment cost since they
need physical cameras whenever the honeypots are running. In
addition, the video content they can provide is restricted by the
location of the real camera. Although not impossible, it is very
hard for these real-camera based honeypots to provide deceptive
and misleading video streams to the attackers. Different from
these works, HoneyCam leverages a 360° recorded video to
address the limitations of the existing loT-camera honeypots.
By mapping the 360° video to different fields of view based on
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Fig. 1: HoneyCam System Overview

the attacker’s camera control commands, HoneyCam has much
better deception capability, scalability and covertness.

III. HONEYCAM: A HIGH-INTERACTION IOT CAMERA
HONEYPOT BASED ON 360° VIDEOS

In this section we present HoneyCam, which can provide
deceptive and highly interactive video streams based on 360°
recorded video. We assume the attacker tries to locate IoT
cameras through port scanning tools or specialized searching
engines such as Shodan. The attacker may compromise IoT
cameras by exploiting their vulnerabilities or through password
cracking. Their ultimate goal is to steal sensitive private data
(i.e. video stream) or to install malware on them for followup
attacks. Also, attackers may send camera control commands
to verify that the devices are highly-interactive real cameras.
Accordingly, the design goal of HoneyCam is to collect and
analyze the attack trace, engage and deceive the attacker. We
start by outlining the system design, and then present techniques
to emulate real camera control functions through 360° video
projection.

A. System Overview

As shown in Figure 1, HoneyCam consists of three main
components: frontend honeypot, backend server and video
processing unit. The frontend honeypot is a virtual server
placed on the public Internet to interact with the attacker.
Similar to a real IoT camera, it opens some ports to provide
services such as video streaming and it allows attackers to
interact with the camera through camera control comments such
as pan, tilt or zoom. The backend server is responsible for
pushing video streams to the corresponding frontend honeypot,
recording attacker information and forwarding the attacker’s
commands to the video processing unit. The video processing
unit projects the 360° video to different fields of view based
on the attacker’s camera control commands. Next, we describe
the details of these three components.

1) Frontend Honeypot: Since the frontend honeypot inter-
acts with the attacker directly, it must behave like a real IoT
camera from the attacker’s point of view. By taking a close
look at the off-the-shelf IoT cameras [22] as well as the
port scanning tools [23, 24] that the attackers typically use
to find vulnerable IoT cameras, we can identify the services

and ports that are needed for our honeypot to be detected
as an loT camera. In the following, we list the important
ports that our honeypot should open and the services that our
honeypot should emulate: 1) Nearly all IoT cameras provide
an interactive Web page over port 80 or 8080 for normal users
to watch the video stream and control the camera. 2) The
Open Network Video Interface Forum (ONVIF) is a global
industry forum that designs an open standard for the network
interface of IoT cameras. For ONVIF enabled IoT cameras,
port 8000 is usually opened to support ONVIF specifications
including camera control and real-time video streaming. 3)
Real Time Streaming Protocol (RTSP) is a network control
protocol designed to send low latency video streams. Nearly all
of the IoT cameras nowadays have a built-in RTSP server over
port 554 to support video streaming. 4) Real-Time Messaging
Protocol (RTMP) is another widely used secure communication
protocol for streaming video to adobe flash player over the
internet. Although adobe flash player is not as popular as
before, most of the IoT cameras still support RTMP streaming
over port 1935.

Through these ports and services, the frontend honeypot can
interact with the attacker, and forward the attacker’s camera
control commands to the backend server, which instructs the
video processing unit to generate corresponding video streams.
Then, the video streams are forwarded to the attacker. The fron-
tend honeypot is a light weight server and does not require high
computational resource, and thus multiple frontend honeypots
can be deployed on the cloud.

2) Backend Server: The backend server is responsible for
pushing video streams to the corresponding frontend honeypot,
recording attacker information and forwarding the attacker’s
commands to the video processing unit. Since the backend
server needs to be protected and stealthy from the attacker,
we use secure protocols for any communication between the
backend server and the frontend honeypot. To securely deliver
the video stream from the video processing unit to the frontend
honeypot, we use the RTMPS protocol to tunnel the video
stream through an SSL connection. RTMPS minimizes the
risk of cloud-based video streaming and it is widely used by
platforms such as Facebook Live and Youtube live.

We also establish SSH connection between the backend



server and each frontend honeypot to securely transmit at-
tacker’s camera control commands and attack traces in real
time. The backend server then instructs the video processing
unit to change the video stream based on the camera control
command and store the attack traces such as connection infor-
mation and commands in a local MySQL database. To avoid
server failure, we backup the database to a storage unit using
rsync, which is a fast and versatile file transmitting tool widely
used for backup. The backend server also performs preliminary
analysis of the attack trace to help arrange better defense strate-
gies. For example, based on the number of attackers interacting
with each frontend honeypot, our system may deploy more
honeypots or remove some unpopular honeypots.

3) Video Processing Unit: The video processing unit is
designed to generate deceptive and interactive video streams
based on pre-recorded 360° video. In order to generate a
deceptive video stream that looks like it is coming from a real
IoT camera, we record a 360° video that has similar video
content with the target IoT camera we want to mimic. We
place and stabilize the portable 360° camera near the target IoT
camera’s position and remotely control the camera to record a
360° video. Then, we use 360° video editing tools such as
Adobe Premiere Pro to process the video for better deception.
After collecting a 360° video, the video processing unit projects
the 360° video to different fields of view based on the attacker’s
camera control commands. However, there are a few challenges
for the video processing unit to timely generate interactive
video streams in response to the attacker’s commands, which
will be addressed in the following subsection.

B. Generating Interactive Video Streams Through 360° Video

The key challenge of developing high-interaction IoT camera
honeypot is the emulation of interactive video streams in
accordance with attacker’s camera control commands. Existing
work either omits this problem [6, 5] or uses real cameras
[4, 11], which has relatively high deployment cost and low
scalability. We address this problem by leveraging the emerging
360° video technology. 360° video contains all surroundings of
an omnidirectional camera in all directions. Therefore, 360°
video can be leveraged to generate an IoT camera’s video
stream at any viewing angle. However, there are some technical
challenges for handling the IoT camera based applications such
as surveillance systems, which are different from traditional
360° video streaming applications.

First, the delay of the video streaming is critical since it is a
live stream. The generated video stream has to respond to the
attacker’s commands timely so that they will not lose interest.
Unfortunately, due to its spherical characteristics, processing
and encoding 360° video is very slow. Calculating the field
of view (FoV) of an IoT camera from 360° video is computa-
tionally heavy and the optimization methods for traditional 2D
video encoding cannot be directly applied. In order to minimize
the delay of generating IoT-camera like video streams, we first
project the 360° video into a flat 2D video, and then use an
efficient video encoder to generate video streams based on the
attacker’s FoV.

Fig. 2: Equi-Rectangular Projection in HoneyCam

Second, IoT camera’s pan, tilt, and zoom (PTZ) commands
have specific moving speed and mechanical delay that needs to
be emulated. In order to generate an interactive video stream
that looks like it is coming from a real IoT camera, the
FoV changes must match the real camera’s moving pattern.
In HoneyCam, we first model each control command of the
target IoT camera we want to mimic. Then, we emulate the
real camera’s panning, tilting, and zooming commands by
calculating the corresponding FoV for each frame based on
the camera’s control command.

The following subsections present the details about how we
address these two challenges.

1) 360° Video Projection: In order to provide a low-latency
live video stream to the attacker, we need to minimize the delay
of video generation. However, processing and encoding 360°
video is computationally heavy and may introduce noticeable
delay. On the other hand, there exist many efficient encoder
and optimization methods to process and encode traditional
2D video streams. Therefore, we first project the 360° video
to a 2D flat video in the offline stage, and then process and
encode the projected video for video streaming. In this way,
the computational heavy and time-consuming task only runs
beforehand which does not affect the real time video generation.

The widely used projection method is the Equi-Rectangular
Projection (ERP) [25], which is a simple one-face projection
method where a 3D sphere is projected into just one plane. In
general, we sample the 3D video sphere through its longitude
and latitude as shown in Figure 2. The longitude is in the
range [—m, 7] and is defined by the angle starting from X
axis in counter-clockwise direction. The latitude is in the range
[-7/2,7/2] and it is defined by the angle from the equator
towards Y axis. In order to generate IoT-camera like FoV, we
introduce a virtual camera sitting at origin O. This virtual
camera emulates the real IoT camera by having the same
viewing angle and zooming ratio. The viewing angle of this
virtual camera is represented by the azimuthal angle ¢ and
polar angle 6.

The FoV of the virtual camera is a spherical cap centered at
position (¢, #). Since every point on the 3D sphere is projected
into a point on a rectangular plane with width W and height H,
we can calculate the center of the FoV on the projected plane.
In particular, ¢ and 6 are projected into u and v as shown in
Figure 2 through the following.

uz(%—()b)-W; v:(0.5—§)~H ey
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In order to quickly generate video frames from the projected
ERP video based on the virtual camera’s viewing angle (¢, 6),
we first calculate the center of the FoV (u,v) and then select
the surrounding area to generate the video frame. The size of
the surrounding area is determined by the current zoom ratio
of the virtual camera. These frames are then assembled and
encoded with the traditional 2D video encoder such as H.264
to generate video streams that look like coming from a real IoT
camera with the desired quality.

2) Emulating Camera Control Commands: In order to gen-
erate an interactive video stream, we need to emulate the
camera control functionalities such as pan, tilt and zoom. In
HoneyCam, we emulate the pan and tilt functions by changing
the virtual camera’s viewing angle and then calculating each
frame’s corresponding FoV. We emulate the zoom function by
changing the size of the FoV. We also take the physical camera’s
moving speed and mechanical delay into consideration in order
to realistically mimic the real camera’s control commands.

In order to emulate the pan and tilt functions of a real camera,
we need to first sample the real camera’s moving pattern. We
collect the time T, and Ty for the real camera to pan 180
degrees horizontally and tilt 90 degrees vertically. We then
calculate the speed of the real camera’s pan and tilt movement.
The virtual camera should have the same pan and tilt speed as
the real camera. Therefore, we can calculate the panning speed
Vo = /2Ty, and the tilting speed V,, = 7/T,,.

We then calculate the virtual camera’s viewing angle (P, %)
for each frame. The total number of frames n to be affected
corresponding to one pan or tilt command depends on the time
T that the real IoT camera takes to complete one single panning
or tilting command and the frame per second (FPS) of the video
stream to generate. We have n = T - FPS. Assume that the
pan or tilt command arrives at frame F}, Equations (2) and (3)
show how to calculate the viewing angle of each frame during
a pan and tilt command, respectively.

RMEH}ZFME}+E%§~Vm i€ (t,t+n) .
Poiriy = Pogrys i€ (t,t+n)
Poiriy = Pogriys 1 i€ (t,t+n) 5
Pypy = Pogry + FPS Vg, i€ (t,t+n)

Zooming, however, is different from panning and tilting. First of
all, the viewing angle does not change during zooming. Instead,

the size of the FoV changes (just like that of the green box
in Figure 2). Secondly, the zooming operations for a real IoT
camera have mechanical delay that should be emulated. Thirdly,
the zooming capability depends on the lens used by the physical
IoT camera and we cannot zoom in or out infinitely. Therefore,
we must set a maximum value for zoom in/out.

We first sample the zooming ratio z, the mechanical delay
d, and the command processing time 7' of a single zooming
operation of the target IoT camera. Then, we calculate n, the
total number of frames being affected by a zooming command
through the equation n = 7'- FPS. Let FOV denote the field-
of-view size of the virtual camera. Suppose the command is
received at frame F}, the F'OV of each frame can be calculated
by Equation 4.

FOV{g,, i € (t,t+d)

4
z/n- FOVipy, i€ (t+d,t+d+n) @

FOVip, ) = {
We also manually set the maximum zooming in and out ratio
based on the real IoT camera’s zoom capability. If the current
zooming ratio reaches the zooming in/out limit, it will not react
to any further incoming zoom in/out commands.

3) Workflow of Generating Interactive Video Streams: After
addressing the problems mentioned above, we now describe
how our interactive video stream is generated through the video
processing unit (VPU). As shown in Figure 3, VPU has two
stages: the offline processing and the real-time processing stage.
In the offline stage, we manually collect the 360° video using
360 cameras and then use ERP to project the recorded 360°
video into a 2D flat video. We model the real IoT camera’s
moving pattern by sampling its panning and tilting speed, zoom
capability, mechanical delay and command processing time
in the offline stage. In the real-time phase, upon receiving a
camera control command, VPU calculates the viewing angle
and the zoom ratio of each frame affected by this camera
control command. It then generates the video frames from the
projected video according to the calculated viewing angle and
zooming ratio. Finally, we encode the frames using encoder
such as H.264 to generate the video streams for the attacker.

After a prerecord 360° video runs over, the video processing
unit will select another 360° video according to a playlist
designed by the defender (based on such factors as weather,
time, indoor/outdoor etc.). To reduce the interruption during this
time period, parameters such as viewing angle and zoom ratio
are being carried over so that the FoV does not shift rapidly.

Figure 4 shows a simple demo of how to interact with the
attacker based on the 360-degree video. The VPU takes the
projected 360° video as the video source. Based on the initial
camera position, the VPU generates the video stream. When
watching the video, the attacker may send different camera
control commands (e.g., pan, tilt, zoom), and then the VPU
projects the 360° video to different FoV. As shown in Figure
4, the picture on the left is the initial video that the attacker
sees. Based on the attacker’s commands such as “Up”, “Right”,
“left”, “down”, different fields of view are generated. Although
only a snapshot is shown in the figure, we can still see how
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the 360° video is projected to different fields of view based on
the attacker’s control commands.

IV. PERFORMANCE EVALUATIONS
A. Experiment Setup

We have implemented HoneyCam and deployed it in AWS.
In our implementation, the frontend honeypots are virtual
servers placed on AWS Cloud. In particular, we use T2.small
instance which has 2G memory and one virtual CPU core.
Similar to a real IoT camera, we open some ports to provide
video streams and control panel. Specifically, we open port
554 and port 1935 so that attackers are able to access streams
through RTSP and RTMP protocols. Port 80 and port 8080 are
opened to provide an interactive web page with video content
and different camera control buttons including zooming in/out,
panning left/right, and tilting up/down. The frontend honeypot
receives video from the backend server, and sends attacker
control commands to the backend server.

The backend server runs on a desktop with AMD Ryzen
7 2700X, 16GB RAM and an AMD 5700XT GPU. We wrote
python and shell scripts to automatically deploy and manage the
frontend honeypots based on the configuration file. The backend
server also collects the log including attacker information
such as IP address, video watching time and camera control
commands from the frontend honeypots for further analysis.

The video processing unit in our experiment runs on the
same machine as the backend server. The recorded 360° video
was collected using Insta360 One X2. We place the 360 camera
beside a real [oT camera, stabilize it using a tripod, and control
it remotely via Bluetooth. We record a 360° Video at 4K with
30 FPS for two hours. The video processing unit then uses 360
Lib [25] to project it into ERP format. We also use python
to implement the real time video generation model. When a
frontend honeypot is up, we generate the corresponding video
frame and produce video stream according to attacker’s camera
control commands. We then use FFmpeg with encoder x264 to
encode the video and push the stream to the frontend honeypots.

We compare HoneyCam with the following two IoT camera
honeypots.

Real-Camera: A real-camera based honeypot similar to
Siphon [4], where we use an IoT camera called Reolink

El1 Zoom [22] as the video source. This IoT camera
provides pan, tilt and zoom functionality to interact with
the attacker.

Recorded-video: A honeypot based on recorded video which
does not provide any camera control function. The
recorded-video based honeypot repeatedly play a video
footage recorded by the E1 Zoom camera.

B. Evaluation Results

We deployed HoneyCam along with two other IoT camera
honeypots (Real-Camera and Recorded-video) on AWS at three
different locations (Virginia, Tokyo and Paris) for three months.
The attacker information and the network traffic of all three
kinds of honeypots are collected and backed up in the backend
server and Microsoft OneDrive. Based on the collected data,
we first show the basic statistics of the collected data, and then
evaluate the performance of HoneyCam and compare it to Real-
camera and Recorded-video in terms of deception capability,
covertness and scalability.

1) Basic Statistics: As shown in Figure 5, HoneyCam re-
ceived unsolicited connections from 24120 distinct remote IP
addresses all over the world within three and half months,
and most of the incoming connections are port scans likely
performed by automatic scripts. Only 1608 of them accessed
the video stream of HoneyCam and 1034 of them interacted
with camera by sending camera control commands. The Real-
camera honeypot received port scans from 23658 IP addresses.
1536 of them accessed the video stream of Real-camera and
1089 of them interacted with the camera by sending camera
control commands. The Recorded-video honeypot received
similar number of port scans and video accesses; however, there
is no attacker interaction since it does not provide any camera
control functionalities.

We also performed some analysis on the geographic location

of the attackers based on their IP addresses. Figure 6 shows the
distribution of the attackers by their countries of origin. It can
be noted that countries with most attackers are United States,
China and Russia regardless of the location of the HoneyCam
(Virginia, Tokyo and Paris). Take the HoneyCam deployed in
Virginia as an example, there are 32.3% , 14.2%, 8.7% of
the attackers with IP addresses from United States, China and
Russia, respectively. India, Germany, and other 79 different
countries make up the remaining list.
Port scan statistic and analyses: Through preliminary anal-
ysis of the packets captured by HoneyCam, we successfully
identified some port scan methods used by the attackers. We
also analyzed the attack traces to check what types of follow-up
attacks they performed after these port scans.

As shown in Table II, attackers with different port scan
methods have different attacking patterns. Light-weight tools
such as cURL and Wget are often used by infected IoT devices
in an IoT botnet. Therefore, the only follow-up attack detected
by our system is the botnet infection attack. In particular,
HoneyCam captured the recent Mozi [3] botnet malware from
129 distinct IP addresses. After detecting HoneyCam, these
infected bots first exploit well-known vulnerabilities to gain
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TABLE II: Port Scan Statistics

Methods/tools  Percentage Follow up attacks
cURL / Wget 18.6% Botnet infection
Access video stream
Nmap 8.8% Control camera
Directory traversal
Access video stream
Masscan 6.7% Control camera
Directory traversal
RusiScan 1.6% Access video stream
Control camera
Access video stream
Python request 8.6% Control camera
Remote code execution
ZGrab 7.4% None
Nuclei 1.7% None
Nimbostratus 0.8% None
Access video stream
Unidentified 44.0% Control camera

Directory traversal
Botnet infection

code execution capability. Then, they try to remove all the files
under tmp directory, upload their own malicious executable,
and infect the target IoT devices. We collected a few different
version of Mozi malware executable likely coming from differ-
ent Mozi botnets. The IoT devices they are targeting and the
vulnerabilities they try to exploit are different. For example,
a variant of Mozi malware called “Mozi.a_varcorn” targets
specifically on VACRON Network Video Recorder which has
a vulnerability due to insufficient sanitizing of user supplied
inputs when parsing HTTP requests. Another variant of Mozi
malware named “Mozi.m”, exploits a remote code execution
vulnerability of the Netgear DGN smart modems.

Attackers that use Nmap [24], Masscan or RustScan as
port scanning tools show different attack traces. Specifically,
some of the attackers identify HoneyCam as an IoT camera
after launching port scanning attacks using Nmap, Masscan or
RustScan. They then access the video stream and send camera
control commands through the interactive webpage of our
frontend honeypot. In addition, they launch directory traversal
attacks against the web server of our frontend honeypot. They
encode specialized URLSs to access specific files on the server.

Attackers that use python requests to launch port scanning
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attacks have various attack traces. Some of them attempt to
access the video stream and send camera control commands
while others try to exploit a remote code execution vulnerability
and execute malicious shell code.

We also notice that some port scanning methods such as
ZGrab [26] , Nimbostratus and Nuclei do not have any follow
up attacks. We believe that these port scan tools may be used
by some network security companies for information collection
because we find company names and URLs in the user agent
request header. Many port scan attacks do not have clear
patterns. They are most likely performed through some hand-
crafted port scanners developed by the attacker. We also noticed
that various types of attacks including video accessing, camera
control, directory traversal and botnet infection are followed
after those unidentified port scan attacks. More details about
these port scan attacks require more in-depth analysis, and will
be left for future work.

2) Deception Capability: HoneyCam is designed to make
attackers believe that they are watching and interacting with a
real camera. In order to explore the capabilities of HoneyCam
to attract, engage and deceive the attackers, we collect the
attacker’s interaction data with our honeypots and compare it
with those of other honeypots.

Figure 7 is the CDF of attackers’ video accessing time for
HoneyCam, Real-camera and Recorded-video. In general, most
of the attackers lost interest quickly for the Recorded-video
based honeypot. On the other hand, HoneyCam and Real-
camera are able to engage the attacker for a much longer period
of time. A few attackers showed great interest in HoneyCam
and accessed the video for more than one hour. The median
of attackers’ watching time is 86, 93 and 17 seconds for
HoneyCam, Real-camera and Recorded-video respectively. In
particular, 30.3% and 31.9% of the attackers watched more
than 5 minutes with HoneyCam and Real-camera, whereas
only 2.7% of the attackers watched more than 5 minutes
with Recorded-video based honeypot. The results show that
the Recorded-video based honeypot can hardly engage the
attacker for long time while HoneyCam and Real-camera based
honeypots have much better deception capability.

Figure 8 shows the attacker distribution based on the number
of camera control commends received by HoneyCam and Real-
camera. As shown in the figure, among attackers that have sent
camera control commands to HoneyCam, 27.1% of them send
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less than 5 commands, 55.8% of those attackers send 6 to 15
commands, and 17.1% of those attackers send more than 15
commands. The attackers show similar levels of interest when
interacting with Real-camera. 29.4%, 54.3% and 16.2% of the
attackers send less than 5 commands, send 6 to 15 commands,
and send more than 15 commands to Real-camera, respectively.

Figure 9 shows the types of camera control comments (zoom,
pan, tilt) received by HoneyCam and Real-camera. As shown in
the figure, In HoneyCam, 49.4% of the commands are panning
left or right, 34.8% of the commands are tilting up or down, and
15.8% of the commands are zooming in or out. Similar types
of camera control commands are received by Real-camera.
52.6% of the commands are panning left or right, 33.8% of the
commands are tilting up or down, and 13.5% of the commands
are zooming in or out.

The results from Figure 8 and Figure 9 demonstrate that
attackers behave similarly when accessing the video streams in
HoneyCam and Real-camera. In other words, HoneyCam has
similar deception capability to Real-camera based honeypot.

3) Covertness: In this subsection, we test whether Honey-
Cam is covert against widely used reconnaissance and honeypot
detection tools. The Shodan honeyscore[23] is a well-known
tool to check whether a device is a honeypot or not. Given an
IP address, the Shodan honeyscore calculates the probability
of the host to be a honeypot, in the range of 0.0 to 1.0,
where 0.0 means that the host is definitively a real system,
and 1.0 means the host is definitively a honeypot. According
to Shodan, the honeyscore is affected by arguments such as
the number of opened network ports, fingerprints of known
honeypots, interaction with the host, and past records of the
host IP address. The honeyscore is calculated by an undisclosed
machine learning classification algorithm, and we are interested
in finding out the capabilities of HoneyCam to deal with this
state-of-the-art reconnaissance tool.

After the deployment of HoneyCam, recorded-video, and
real-camera, we wait for a week and then use Shodan API to
acquire the honeyscores of all three honeypots by providing
their IP addresses. As shown in Figure 10, HoneyCam has
the same covertness as the real-camera based honeypot, and
both have honeyscore of 0. Other honeypots have much less
covertness. Specifically, the recorded video based honeypot was
flagged as a honeypot with the honeyscore of 0.5.

Since Shodan [23] is a search engine targeting IoT devices
exposed across the Internet including IoT cameras, for compar-
ison, we also use Shodan to gather the honeyscores of real IoT

HoneyCam

Real-camera
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shodan Real

]
—

Shodan Honeypot

Fig. 9: Type of camera control 00 01 o0z 03 04 05
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Shodan Honeyscore
Fig. 10: Covertness comparison

cameras and IoT-cameras honeypots exposed on public internet.
To collect the real IoT-camera’s IP address, we search well-
known IoT camera brands and model names on Shodan. After
collecting a total of 20 real IoT camera’s IP addresses, we
manually probe these IP addresses to make sure the servers are
running. We then use the Shodan API to retrieve the honeyscore
of these real IoT cameras. For the 20 real IoT cameras listed on
Shodan, the mean honeyscore is 0.075 and the standard error
of the mean is 0.029. Similarly, we collect the IP addresses of
other IoT camera honeypots using the Shodan search engine.
If Shodan identifies the target servers as honeypots, it will
tag their IP addresses as honeypots. By using honeypot tag as
keyword and filtering the search result by camera, we collect
the IP addresses of IoT camera honeypots exposed on the public
Internet. To avoid statistical bias, we select 20 IoT camera
honeypots whose IP addresses are located in different countries.
For the 20 IoT-cameras honeypots listed on Shodan, the mean
honeyscore is 0.44 and the standard error of the mean is 0.021.

These results demonstrate that HoneyCam is effective at
maintaining covertness against state-of-the-art reconnaissance
and honeypot detection tools.

4) Scalability: Compared to real-camera based honeypot
which requires a physical IoT camera whenever the honeypot is
running, HoneyCam only requires a 360° camera in the offline
stage. This improves the scalability of HoneyCam since the
number of honeypots we can deploy is not limited by the
number of cameras we have.

At the offline stage, the preparation of the 360° video is
a time-consuming but one-time job. It took us four hours
to pre-process and project a 25G 360° video file with our
backend server, which has an AMD Ryzen 7 2700X CPU
and an AMD 5700XT GPU. However, during the interaction
with the attacker, the CPU and GPU resource usages of the
video processing unit are only around 3% and 1%, respectively.
Therefore the number of honeypots we can deploy is restricted
mainly by the video quality and uplink bandwidth of the
backend server.

Different from other video streaming applications, the video
quality for IoT surveillance camera live streaming is not a
key factor. In fact, nearly all of the off-the-shelf surveillance
cameras provide substream, which is a lower quality video
stream and is typically used to stream video over the Internet.
The mainstream of high-end IoT cameras, on the other hand,
is mainly used for HDD recording and storage purpose but can
also be used for video streaming if needed.



TABLE III: Scalability

Estimated Honeypots

Stream / Camera
Example use case

Resolution (100Mbps Uplink Limitation)
Low-end webcam
480P Substream for IoT cameras 80 - 120
720P / 1 MP Budget IoT cameras 40 - 65
1080P / 2 MP Mid-range IoT cameras 20 - 30
2K / 4 MP High-end IoT cameras 10 - 15

In Table III, we estimate the number of honeypots that can
be deployed with a 100 Mbps uplink. Since the bit rate of
video streaming is affected not only by the video quality, but
also by the encoding technique and video content, we estimate
the bandwidth consumption of the video stream from our
experiment data and the YouTube live stream recommendation
[27]. According to our estimation, a company can deploy over
80 HoneyCams with 480p resolution. This demonstrates that
HoneyCam has good scalability and is a better solution for
IoT-camera Honeypots.

V. CONCLUSIONS

We designed and evaluated a scalable high-interaction IoT
camera honeypot, called HoneyCam. To emulate IoT cameras,
we implemented techniques to play prerecord 360° video,
which can be mapped to different field of view based on the
interactions with the attacker. Comparing to previous high-
interaction camera honeypots, our system has better scalability
since it does not require physical camera at run time. Honey-
Cam also provides defenders with the opportunity to deceive
the attacker by editing the video content. Evaluation results
show that HoneyCam can achieve similar level of deception
and covertness as that using the real IoT camera, but with better
scalability and lower deployment cost.
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